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ABSTRACT

In this study, we aim to enhance the arithmetic reasoning ability of Large Lan-
guage Models (LLMs) through zero-shot prompt optimization. We identify a
previously overlooked objective of query dependency in such optimization and
elucidate two ensuing challenges that impede the successful and economical de-
sign of prompt optimization techniques. One primary issue is the absence of an
effective method to evaluate prompts during inference when the golden answer
is unavailable. Concurrently, learning via interactions with the LLMs to navigate
the expansive natural language prompting space proves to be resource-intensive.
To address this, we introduce Prompt-OIRL, which harnesses offline inverse re-
inforcement learning to draw insights from offline prompting demonstration data.
Such data exists as by-products when diverse prompts are benchmarked on open-
accessible datasets. With Prompt-OIRL, the query-dependent prompt optimiza-
tion objective is achieved by first learning an offline reward model. This model
can evaluate any query-prompt pairs without accessing LLMs. Subsequently, a
best-of-N strategy is deployed to recommend the optimal prompt. Our experi-
mental evaluations across various LLM scales and arithmetic reasoning datasets
underscore both the efficacy and economic viability of the proposed approach.

N

'/ (User Directly Asks the Question) \ ‘/ (User Uses Multi Agent Debate Prompting)
a™ =1, what is a? a™4 = 1, what is a? Two experts are debating on the answer:
@ (GPT-4 gives the correct answer) (GPT-4 gives a wrong answer)
Given the equation a* = 1, we can find the poss- If a* = 1, then there are multiple possible values for a.
ible values for a. (...some intermediate steps...) (...some intermediate steps...) The complex number solutions,
\ So, a could be 1, —1, i, or —i. /,/“ \\ i and —i, are not valid in this particular case. /

Figure 1: A motivating example.(Left, Right) No prompt is perfect that works for all queries. The optimal
prompt is query-dependent. Yet the seeking of such prompts is hindered by the Challenges 1-2 we identified.
Our method optimizes prompt during inference on a query-dependent level effectively and cost-efficiently.

1 INTRODUCTION

Recent advances in Large Language Models (LLMs), such as ChatGPT (Ouyang et al., 2022), un-
derscore the value of aligning with human preferences (Ouyang et al., [2022; |OpenAll 2023). Using
an offline alignment dataset generated by annotators, the harmlessness, helpfulness, and ability to
follow instructions of LLMs can be largely enhanced (Bai et al., 2022) through the technique of
RLHF (Christiano et al., [2017). That said, even for state-of-the-art general-purpose LLMs such as
GPT-4, solving intricate problems such as arithmetic reasoning can still be challenging. Further
unlocking LLMs’ full potential for those complex tasks remains an open challenge.

Query-Dependent Zero-Shot Prompting for Arithmetic Reasoning: Opportunities and Chal-
lenges. Out of the many attempts, prompting — a natural language prefix or instruction that ex-
plains how to complete the task stands out as a lightweight promising solution for eliciting
the capabilities of LLMs without model parameter tuning (Wei et al., 2022). While the advances
in zero-shot prompting strategies (Kojima et al., [2022) highlight the potential in finding effective
query-independent solutions, its reliance on manual crafting efforts and the vast search space over
natural language intensifies the difficulty in discovering effective prompts (Deng et al.,|2022). This
study aims to augment the arithmetic reasoning capacities of LLMs, a capability considered cru-
cial (OpenCompass, [2023; [Liu et al., [2023a). While there is a wealth of both expert-devised and
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machine-generated prompts in this domain (Kojima et al.l 2022} [Zhou et al., 2022b; |Yang et al.,
2023al), our endeavor is to advance further via prompt optimization. Our approach begins with the
articulation of an adjusted objective, subsequently highlighting two inherent challenges.

Adjusted Objective: Query-Dependent Prompt Optimization. In the literature, research on zero-
shot prompting mainly focused on finding prompts that work better on a distributional level rather
than an instance level. For instance, while multi-agent debate [Liang et al.| (2023); Du et al.| (2023)
can improve reasoning in general, there are cases where not using a prompt can be even better than
using generally effective prompts. Figurel|showcases a motivating example. Motivated by the fact
that no prompt is perfect for all queries, in this work, we set an adjusted objective of query-dependent
prompt optimization, rather than a distributional-level prompt optimization.

Challenge 1: Inference Time Evaluation is Hard. A primary challenge arises in evaluating the
effectiveness of prompts during inference, especially when the true answer to a query is not known
a priori. For arithmetic reasoning, enumerating many potentially effective prompts and enquire
language models with those prompted queries will only result in a batch of answers, yet determining
which response is correct in the absence of a ground-truth label requires extra non-trivial effort.
Additionally, the computational cost associated with this prompt enumeration process is substantial.

Challenge 2: Online Prompt Evaluation and Optimization is Expensive. On the other hand,
searching for potentially effective prompts heavily relies on expensive online evaluation. In the lit-
erature, evaluating the effectiveness of a proposed prompt requires assessing its performance on
multiple datasets and LLMs, to show its distributional superiority over the others. In the arith-
metic reasoning task, using the GPT-3.5-turbo API (OpenAll 2023) to evaluate a single prompt on
a medium-sized dataset with 10k query-answer pairs will lead to an ~$1 cost, yet learning from
trials and errors often requires millions of interactions even for tasks with a few actions to choose
from (Schulman et al.| 2017). The vast action space of natural language further increases the pro-
hibitive cost for such interactive search (Zhang et al., 2022a}; |Deng et al., [2022)).

Solution: Query-Dependent Prompt Evaluation and Optimization with Offline Inverse RL.
Having witnessed the significant advancements achieved in expert-crafted and algorithm-discovered
prompting in arithmetic reasoning (Zhou et al., |2022b; |Pryzant et al., 2023; Kojima et al., 2022),
our work seeks a solution of combining existing human knowledge in prompting systematically,
effectively, and cost-efficiently. Our contributions can be summarized as follows:

» Formally, we identify the overlooked query-dependent prompt optimization objective and
its challenges, and introduce Offline Inverse Reinforcement Learning to integrate rich hu-
man expertise as a systematic approach.

* Methodologically, we introduce Prompt-OIRL to first perform a query-dependent offline
prompt evaluation with a learned reward model and then perform offline prompt optimiza-
tion to improve prompting performance.

* Practically, we highlight the existence of offline datasets generated — as by-products when
existing prompting strategies are benchmarked on open-access tasks — can be directly
adopted for Prompt-OIRL learning.

* Empirically, we validate the efficacy and efficiency of Prompt-OIRL in offline prompt eval-
uation and optimization through experiments with 3 distinct LLMs, namely GPT-3.5-turbo,
LLaMA-2-7B-Chat, and TigerBot-13B-Chat, across 3 arithmetic datasets: GSM8K (Cobbe!
et al.,[2021a), MAWPS (Roy & Roth} 2016)), and SVAMP(Patel et al., [2021])

2 THE QUERY-DEPENDENT PROMPTING PROBLEM

We first introduce preliminaries to provide a formal definition of the query-dependent prompting
problem. We then introduce our solution in the next section.

Queries & Answers We consider the task of answering queries © € X = V' expressed in a
natural language with vocabulary V. We assume that each query x has an expected answer y* € ).
Such an answer can be a real-valued number or composed by natural language. For example, z can
be an arithmetic question and y* the mathematically correct answer to the question, or x can be the
review of a movie and y* a sentiment label for a movie. We denote a dataset containing queries and
answers with D.
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Language Model Such tasks can be performed using a language model ¢ : X — ) by feeding
queries z to the language model and getting answers § = £(z). We assume that the quality of these
answers can be evaluated using a metric  : Y X Y — R. For example, in tasks where golden
labels are available, this metric can be r(y*, §) = 1{§ = y*}. Generally, a higher value of r(y*, )
indicates § matches the expected answer y* better.

Prompting It is well known that the performance of a language model in answering queries can
be boosted through appropriate prompting—a natural language prefix or instruction that explains
how to complete the task. We consider prompts 7 : X — X that maps original queries x to
modified prompted query m(x). (For clarity, we use prompt to denote the prefix and instructions,
and prompted query to denote the final input to language models after prompting.) These prompted
queries are then fed into the language model to get better answers § = £(7(x)).

Objective Given a dataset D = {m(i), y*(i))}ie[N] of queries and their expected answers, the
objective of query-agnostic zero-shot prompt optimization usually studied in the literature is to find
the distributional optimal prompt 7* that maximize the expected quality of answers w.r.t. metric 7:

T = arg max B g y-0)~p [r(y*(i)f(ﬂ(m(i))))} ; (1)

Instead, in this work we meet the Adjusted Objective by using a query-dependent approach:
T = argmgxr(y*(i),é(ﬂ'(x(i)))), @)
In a nutshell, Equation(T) seeks a single prompt that achieves good performance on the dataset, yet

Equation(2)) seeks different prompts for different queries in the dataset. Clearly, 7* should be better
than 7 in the sense

B oy |1 O 6 @ON)] 2 B yooyep [r @ 7 @O)] . @)

3 PROMPTING WITH OFFLINE INVERSE RL

Having established the learning objective in Equa- [ gj. Objective: Challenge 1: Challenge 2:
tion @, applying RL to the search for an Optimal Solve Eqn.(2) v*@ is unknown £ is expensive
prompt 7 may seem a natural approach. Yet, as QA Datasct D %@ { Prompting Strategy |
depicted in Figure[2] such a method confronts two (x®,y*®) ~ D ' () !

distinct challenges: Challenge 1 pertains to the in-
ability to compute rewards during inference, while
Challenge 2 concerns the necessity for extensive
interactions with LLMs. Different from conven-
tional RL tasks on which algorithms are developed 9O = ¢ (n(x®))

and optimized, the vast action space of vocabu- Figure 2: The Adjusted Objective and Challenges

lary., sparse trajectory level feedback that is only i prompt optimization. We use blue to denote fixed
available when the final answer is generated, and  functions, pink for datasets, and green for functions

the significant overheads associated with LLM in-  to be optimized. Solid lines show the flow of out-
teractions, all complicate the pursuit of an ideal puts, and dashed lines denote the learning process.
prompt. Furthermore, the absence of definitive la-

bels during the inference phase renders the prompt evaluation phase infeasible. With this context,
we now present Prompt-OIRL as our proposed solution.

Prompt-OIRL: Prompting as Offline Inverse RL In pursuance of the new objective and ad-
dressing the challenges, we draw inspiration from the successes that have been achieved by RLHF.
We highlight the prompting problem is essentially aligning prompts based on LLM preferences,
a departure from RLHF’s goal of aligning LLMs with human preferences. For a more in-depth
exploration of this perspective, we direct readers to Appendix [A]

Aiming for an efficient and economical prompting strategy, we sidestep the complexities of exten-
sive LLM interactions by leveraging readily available datasets and propose offline IRL as a viable
learning solution. We outline its three fundamental steps: Step 1. construction of offline dataset,
Step 2. offline query-dependent prompt evaluation through reward modeling, and Step 3. offline
query-dependent prompt optimization using the learned reward model.
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Step 1: Existence of Offline Prompt Demonstrations We start by emphasizing the pres-
ence and significance of prompt demonstrations used in benchmarking existing prompts. In the
realm of research dedicated to improving the arithmetic reasoning capacities of LLMs, several
zero-shot prompts have been proposed. Notable examples include CoT (Kojima et al.| [2022),
APE (Zhou et al), [2022b), and a concurrent work OPRO (Yang et al., [2023a)), among others.
It’s important to highlight that none of these
prompts uniformly enhance the LLMs’ arithmetic (x®,y°®) ~ A
reasoning capabilities. Their efficacy is assessed at ’ - i

a distributional level, as per Equation(T). Different y® ) (x®)

language models might exhibit varied preferences { Reward Metric ] §aR [ LLM ]

QA Dataset D x® Existing Prompts

for prompts (Yang et al.l 2023a). To see that the r £
best prompt is dependent on the query, readers may
hark back to the motivating example in Figure T]or

. . . . g 2
find more case studies in Appendix Prompting Demonstration Dataset Der
Dl = (x®, 1), rG0)

x® e e

<

To benchmark the effectiveness of the proposed (el kelk]

prompts, prior researchers have utilized stan- Figure 3: The offline demonstration dataset is
dardized, openly accessible arithmetic reasoning generated as a by-product of evaluating existing
datasets and reported the overall success rate of (query-agnostic) prompis.
obtaining correct answers. Denoting different ex-
isting prompts with superscripts, e.g., 7)(z) = (z) the no prompting, 7(?) = CoT prompting,
7(3) = APE prompting, and so on — when there are K prompts have been evaluated, the following
demonstrations will be constructed as by-products:

Diem = {2z, 7", 708 = (@ 0™ (29)) Yic v kerx) 4)
This process is visualized in Figure[3] depicting the generation of prompt-alignment demonstration
datasets from evaluating existing prompts. Notably, the rewards in Dﬁem are influenced by /.
Step 2: Offline Reward Modeling: Inverse RL without an Environment Upon initial inspec-
tion, it might seem that reward modeling is unnecessary given the reward metric. i.e., r(y*,§) =
1{y = y*}. However, a more thorough examination of this metric reveals two concerns that limit its
broader utilization: first, the reward metric is a function over language model ¢, making every single
call of such a metric costly; second, the computation of the reward necessitates access to the ground
truth answer y*, which is always not available in inference (deployment) time. Those are essentially
the challenges associated with the input dependency of this reward metric demonstrated in Figure[2]

To address those issues, we introduce a parameterized proxy reward model that is a function of query
2 and prompt 7. We denote the proxy reward as Ty (z, w(x)) with parameters 6. Notably, this proxy
reward omits the language models ¢ and the ground-truth labels from its calculations. By design, its
output should align with the true reward r. Therefore, we establish a supervised learning objective
to minimize the discrepancies between the proxy reward model and the true reward.

OIRL (Eqn.(5-6)) for the Adjusted Objective: Eqn.(5) Solves Challenge 1: Eqn.(6) Solves Challenge 2:
7(-) optimizes query-dependent Yy --- Eqn.(2) Yy predicts y ) Learning without £
x®
i i (T TT T T T \ @) (Tt T Tt TTT T \
Prompting Demonstration Dataset Dep, (x®,7®, r(l'k)): Reward Model | ‘{ Bf ____,i Prompting Strategy !
(x®,z®,rt0) ~ De, Step2: | Yo | Step3: ! () :
Eqn(5) { ______ Eqn6) FT_(;CEii)_ )

Figure 4: Prompt-OIRL addresses the specified Objective and challenges. 1t first learns a proxy reward model
from the offline demonstration dataset we created in the last section. Such a learned reward model can be
applied in inference time to evaluate prompts in a query-dependent manner without access to the language
model, hence optimizing prompt w.r.t. such a proxy reward model solves all issues identified.

In the case of arithmetic reasoning tasks, the reward signal is binary, hence the proxy reward model
can be trained as a classification task, predicting whether the prompt can result in a correct an-
swer when fed to the language model. Specifically, we consider the Cross-Entropy loss given the
demonstration data collected in the previous section:

£e8(0; Dhen) = ~Eiciny i [r logor (1) + (1 =+ log (1- 0 (T§9))] 5)

4
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where we use T((f’k) to denote Yy (x?, 7(F) (2())) for conciseness, and ¢ is the sigmoid function.

Different from the online reward signal provided by r(y*, £(x’)) that requires expensive interactions
with black-box LLMs, the proxy reward model Yy (z, w(x)) can provide offline white-box feedback
to prompts. Therefore, it can be more accessible in guiding the search for a better prompt. Figure []
illustrates how such a reward model can be learned and leveraged in providing feedback to prompt
optimization. To achieve computational efficiency and good performance, we use the embeddings
of z and 7 generated by existing LLMs, and use those embeddings as inputs for the proxy reward
model. Empirically, we find the gradient boosting methods (Chen et al., 2015} |Ke et al., 2017) are
significantly better than using neural networks in reward modeling. In our experiment section, we
demonstrate the effectiveness of Prompt-OIRL using a minimalist approach by directly applying the
XGBoost models and leaving further investigation on model selection to future work.

Step 3: Offline Prompt Optimization with the Learned Reward Model.

Given the learned reward model is an effective proxy of the performance evaluator for query-prompt
pairs, we would then be able to solve the prompt optimization problem of Euqgation (2) with an
alternative offline objective that is feasible to execute in inference-time — without the requirement
of a language model ¢ and the non-accessible inference-time golden label y*:

7" = argmax Yo (z, 7(x)) ~ arg max r(y*, {(n(z))) (6)

In general, any policy optimization technique has the potential to be applied in solving Equation (6).
To name a few examples, such a technique can be any of the previous approaches used in online
prompt optimization like RL (Deng et al., [2022), beam search (Pryzant et al., 2023), evolution
strategies (Zhou et al.,|2022b)).

In this work, we would like to highlight the effectiveness and cost-efficiency of optimizing prompts
with regard to such a learned reward model as an accessible offline proxy to the true reward. We
choose to use a minimalist approach and isolate the source of gains by using a best-of-n approach:
we generate a batch of candidate prompts with a general-purpose language model and select the best
one according to the learned reward model. We leave the investigation of other approaches, which
could be more tailored and better-performing, yet computationally more expensive as a promising
direction for future exploration.

4 RELATED WORK

We discuss the most related literature on learning-based prompt optimization and reinforcement
learning from human knowledge in this section. Extended discussions are deferred in Appendix B}

Table 1: Prompt-OIRL mainly differentiates from existing literature on prompt optimization by (1) consid-
ering the Adjusted Objective and optimizing query-dependent prompt; (2) being able to perform offline
prompt evaluation to address Challenge 1; (3) optimizing prompt in the offline setting without access to the
LLM:s to address Challenge 2; (4) using natural language prompt space; (5) using offline inverse reinforcement
learning to solve the problem. More unique properties of Prompt-OIRL are discussed in TableE}

(1) Query (2) Offline (3) Offline 4) Prom*pt (5) Solver
Method Dependent Prompt Prompt Space Used
Prompt Evaluation | Optimization

Soft-Prompt v Embeddings | Gradient-Guided Search

APO X =y Beam Search

APE X =y Evolution Strategy
TEMPERA v Edit RL
RLPrompt {2, V5 RL

Prompt-OIRL (ours) | v | v | v | X=V> | Offline Inverse-RL

i Embeddings: the language of LMs; Edit: including operations like swap, delete, etc.; V is the vocabulary, and the superscript over it
denotes the length of prompts. V°° denotes the natural language space — the most general interpretable format.

Learning-Based Prompt Optimization The Automatic Prompt Optimization (APO) (Pryzant et al.,
2023)) leverages training data and initial prompts to perform a “gradient descent” process operated
in the natural language space guided by large language models. A generate-and-select process is
then applied to update the prompting mechanism. Automatic Prompt Engineer (APE) (Zhou et al.,
2022b) asks LLMs to generate a set of instruction candidates based on demonstrations and then
evaluate the performance of those instructions by computing corresponding scores, finally, APE im-
proves the best candidates by proposing semantically similar instruction variants to specific tasks.
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There are also works that explore the usage of auxiliary models or differentiable representations of
the prompt (Shin et al., 2020; Li & Liang, 2021} |Qin & Eisner, 20215 [Vu et al., 2021} |Gu et al.
2021). Yet those methods require access to the embeddings of the LMs for soft prompt optimiza-
tion, hence falling short in reusability across LMs. In the work of [Hao et al.| (2022)), reinforcement
learning is used to optimize a prompt policy in text-to-image generation tasks in pursuance of more
aesthetically pleasing images preserving the original user intentions. Zhang et al.[(2022a)) proposes
TEMPERA to perform test time prompt editing using reinforcement learning. TEMPERA designs
the action space to be editing operations, such as swapping, deleting, adding, or changing verbaliz-
ers. The RLPrompt Deng et al.| (2022) uses reinforcement learning to optimize LLMs to specialize
as prompting agents. Yet their prompts generated are task-agnostic, and limited to combinations of
words that can not be easily transferred to insights for human prompt engineers.

Reinforcement Learning with Human Knowledge and Demonstrations Human knowledge and
demonstration have pushed forward the progress of machine learning in many domains including
natural language processing (Rajpurkar et al., 2018; |(Ouyang et al., 2022) and many others (Deng
et al., 2009; Redmon et al.l 2016; |Atkeson & Schaall, |1997; Zhang et al.| 2018; |Mandlekar et al.,
2020). By injecting prior knowledge of the task from human, reinforcement learning algorithms
are able to achieve human-level performance or even outperform human (Silver et al., 2016; [Vinyals
et al.,[2019). Our solver of the prompting problem is related to inverse RL (Ng et al., 2000; Abbeel &
Ngl |2004; Ho & Ermonl, 2016)) that aims at inferring reward and learning policies with a batch of be-
havioral demonstrations, which is unique compared with existing literature in prompt optimization.
The main distinctions between this study and those related works are summarized and highlighted
in Table[T] For an extended discussion on more distinctions please refer to Table[5]in Appendix [B]

5 EXPERIMENT

In this section, we present empirical evidence illustrating the efficacy of Prompt-OIRL in addressing
the previously highlighted challenges and meeting the revised objective. We first outline the general
experimental setups. Subsequently, we delve into fulfilling the Adjusted Objective and detail the
proof of solutions to the Challenges in Sections[5.1] through[5.3]

Tasks We use the tasks of MultiArith (Roy & Roth, 2016), GSM8K (Cobbe et al., 2021a),
SVAMP (Patel et al.l 2021) in the arithmetic reasoning domain because they are widely studied
in zero-shot prompting, and hence rich expert-crafted and machine-generated prompting knowledge
is available. Leveraging such knowledge facilitates our offline data collection procedure.

Table 2: prompts used in offline training dataset collection.

No. | Effective Prompts Discovered by Experts and Algorithms Explanation
1 “The answer is:” direct prompting
2 “Let’s think step by step:” zero-shot CoT
(Kojima et al.,|2022)

3 “Let’s work this out in a step by step way to be sure we have the right | APE discovered |
answer:” (Zhou et al.,2022b)

4 “First, decompose the question into several sub-questions that need to be | Least-to-most
solved, and then solve each question step by step:” (Zhou et al.| |2022a)

5 “Imagine three different experts are answering this question. All experts | Tree-of-thought
will write down 1 step of their thinking, and then share it with the group. | (Hulbert,2023)
Then all experts will go on to the next step, etc. If any expert realizes
they’re wrong at any point then they leave.”

6 “3 experts are discussing the question, trying to solve it step by step, and | multi-agent debate
make sure the result is correct:” (Liang et al.| [2023))

Prompts Table[2]shows our training prompts: 6 existing zero-shot prompts in arithmetic reasoning
tasks. We construct our offline demonstration dataset using interaction logs between LLMs and
queries prompted by those prompts. Additionally, we create held-out test prompts that differ from
those training prompts, details of test prompts and their generation are provided in Appendix [C.3}

LLMs To demonstrate the general applicability of Prompt-OIRL, we experiment with datasets
generated with LLMs at different abilities, scaling from the GPT-3.5-turbo model (Ouyang et al.,
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2022), to TigerBot-13B-chat (TigerResearchl [2023)), and LLaMA2-7B-chat (Touvron et al., [2023).
All created offline demonstration datasets, including the query-prompt pairs, prompted answers
from different LLMs, and the correctness of those answers will be released as a publicly accessible
dataset. We defer detailed discussions on the usage of embeddings, data processing, and training
details can be found in Appendix

5.1 IMPROVING ARITHMETIC REASONING BY FULFILLING THE ADJUSTED OBJECTIVE

Experiment Setup In this section, we demonstrate the superiority of query-dependency in
prompting. We showcase that Prompt-OIRL effectively fulfills the Adjusted Objective. In the ex-
periment, we use BoTr Eqn.(1) to denote the setting of selecting the best-of-training time prompts
according to objective Eqn.(T). In this case, the prompt to be chosen in test or inference time should
be the one that achieves the overall best training performance. We then consider the setting of BoTr
Eqn.(2), when Eqn.(2) becomes the objective. In such a setting, the proxy reward model will be
used to select in the query-dependent best-of-N selection. Alternatively, we compare the LLM-
confidence-based baseline in approaching Eqn.(2), which uses LLMs to reflect how confident they
are for different prompted answers. LLM Confidence thence selects the most confident answers
that correspond to training prompts according to confidence scores provided by LLMs. Finally,
our method Prompt-OIRL selects the best prompt from both training time prompts and held-out
prompts with regard to the learned reward model.

Scarce Demonstration Rich Demonstration

BoTr Eqn.(1) BoTr Eqn.(1)
BoTr Eqn.(2) BoTr Eqn.(2)
Prompt-OIRL 0.8 Prompt-OIRL
LLM Confidence LLM Confidence

° ° °
2 > >

o
Answer Correct Rate

Answer Correct Rate

SIAWPS NAIPS MAWPS SVAMP VAV SVAMD GoMEK CRMAK CoNEK O A ok GPLAS o2 Toemer U WIS Tosreek OFTAS
Figure 5: Performance of Prompt-OIRL under two typical settings. On both settings with scarce (i.e., 1 training
prompt) and rich demonstration data (i.e., 6 training prompts), Prompt-OIRL achieves better performance.
Results We present results on two typical settings in Figure[5|under different demonstration avail-
ability: (1) in the scarce demonstration setting (left panel) when K = 1, where only 1 prompt is
available for reward model learning; and (2) in the rich demonstration setting (right panel) when
K = 5, where more prompts demonstrations are available. We note when K = 1, there should be
no difference between using Eqn.(I)) and Eqn.(2) in the best-of-training strategy.

From the results, we can conclude: (1). in the scarce demonstration setting where demonstration
data is generated with only 1 prompt, Prompt-OIRL significantly (+24.3%) outperforms the best-
of-training strategy; (2). in the rich demonstration settings where multiple prompts are available,
Prompt-OIRL is significantly better (+8.8%) than using a query-agnostic objective of Eqn.(1);
(3). in the rich demonstration setting, Prompt-
OIRL is slightly better (+1.8%) than selecting the

Averaged Performance in Arithmetic Reasoning

best training strategy according to the learned re- g

ward model — this is not surprising as the prompts & o0

we used for training are all tested as helpful 73

themselves; (4). On both settings, Prompt-OIRL 5 ** BoTr Ean.(1)

achieves significantly (by +24.3% and +14.7%, g 060 BoTr Eqn.(2)
Prompt-OIRL

separately) better results compared to the LLM = LLM Confidence

confidence score-based baseline — without fur- - 3 3 n 5 5

ther interactions with the LLMs. Number of Training Prompts

Additionally, we change the availability of Figure 6: The averaged performance of differ-
prompts used for training and provide a perfor- €7 methods under different prompt demonstration
mance comparison averaged over all tasks and @'@ilability in arithmetic reasoning. Prompt-OIRL
LLMs we benchmarked in Figure[6] We normalize acllnexlzes s1gn1ﬁcantlylb§1t te; performance even when
the performance using an oracle reward model — only 1 promptis avaiable for raining.

compared to the success rate with if always having access to a successful prompt. Such a normalized
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score better contextualizes the performance improvement realized by the instantiated reward model
in Prompt-OIRL. In general, using more prompts in training leads to better results. The results under
different individual settings are provided in Appendix [F1]

Take-Aways Prompt-OIRL fulfills the Adjusted Objective and achieves superior perfor-
mance over the baselines under various demonstration data availability. Prompt-OIRL achieves
a remarkably higher success rate in getting correct answers even when demonstration data and
prompting knowledge are scarce (i.e., with demonstration data generated with only 1 prompt),
and its performance can be further improved with an increase in data availability.

5.2 ADDRESSING CHALLENGE 1 THROUGH OFFLINE PROMPT EVALUATION

Experiment Setup In this section, we study the effectiveness of the learned reward model by
verifying its generalization ability from two perspectives: (1) with seen-prompt + unseen-query:
we evaluate the effectiveness of the learned reward model with training-time prompts on held-out
queries and (2) with unseen-prompt + unseen-query: we evaluate the effectiveness of the learned
reward model with held-out prompts on held-out queries. To enable the performance evaluation
on held-out prompts, we collect interactive logs on each language model for 10 held-out prompts.
Details of those held-out prompts are provided in Appendix

We benchmark our approach against the language models for self-criticism (LMSC) baseline (Wang
et al.l 2023). In this method, LLMs are tasked with verifying the accuracy of the answer, given
both the query and the prompted response. Throughout our experiments, we gauge performance
using held-out test queries. In our subsequent results, the notation Ours (Q) refers to evaluation
outcomes employing training time prompts (with “Q” representing test queries), while Ours (P)
refers to evaluations conducted on held-out prompts (with “P” representing test prompts). The
same notations are applied to LMSC as LMSC (Q) and LMSC (P). Moreover, we compare results
varying prompt demonstration data availabilities. Specifically, we change the number of prompts,
represented as K, that is used in the training of the reward model. The result we report for K is
averaged over combinations of ( 16() Accuracy and precision are used as the evaluation metric.

Table 3: Effectiveness of the learned reward model is demonstrated through a comparison with LLM-based
self-critic. Accuracies and precisions in predicting whether correct answers can be obtained on held-out queries
are reported as an evaluation metric. Higher is better.

LLaMA2-7B-Chat  TigerBot-13B-Chat GPT-3.5-turbo
Task Method Acc.  Precision  Acc. Precision Acc.  Precision

LMSC (Q) 0.47 0.433 0.776 0.175 0.662 0.664

Ours(QK=1 0784 0621 0952 0593 096  0.965
MAWPS Ours (Q)K=5 0795  0.632 0.95 0.593 096  0.965
LMSC (P ) 0457 0441 0414 0692 0661  0.661

Ours(P)K=1 0621 0569 0467 0737 0767  0.82

Ours (P)K=5 0658 0595 0496 0795 0803  0.825

LMSC (Q) 0474 0441 0434 0735 0801  0.805
1 0791 0646 0735 0764 0964 0975
SVAMP Ours(QK=5 0.8 0.65 0738 0764 0962 097

LMSC (P) 0.464 0.447 0.421 0.739 0.795 0.796
= 0.634 0.602 0.685 0.741 0.824 0.883
Ours (P) = 0.655 0.593 0.707 0.751 0.861 0.885

LMSC (Q) 0205  0.187 0635 0537 0662  0.656
K 0773 0289  0.642 0.53 0.659  0.663

GSM8K  Ours (Q) K 0726 0301  0.646 0542 0656  0.657
(

LMSC P) 0.207 0.195 0.636 0.515 0.653 0.648
= 0.747 0.269 0.631 0.516 0.653 0.658
= 0.647 0.246 0.643 0.54 0.648 0.648

Ours (P) K
Ours (P) K

Results Table[3|showcases the results across the 3 tasks employing the 3 LLMs. From the results,
we can deduce: (1). On held-out queries, we find the learned reward model is able to accurately
predict whether a certain prompt can lead to a correct answer. This holds true for both training
prompts and held-out test prompts. (2). The prediction accuracy and precision of the learned reward
model are significantly better than the LMSC baseline, demonstrating the superiority of leveraging
the learned model rather than the LM itself in evaluating prompts and prompted answers. (3). Incor-
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porating more prompts into the training dataset generally improves performance, particularly when
evaluating held-out prompts. For more comprehensive results, please refer to Appendix

Take-Aways Challenge 1 can be effectively solved by Prompt-OIRL, which learns a reward
model that is able to accurately evaluate prompts in an offline manner. The learned reward
model is effective in predicting whether a given prompt can solve a given query without access
to the language model. The prediction accuracy and precision are in general significantly better
than the self-critic baseline, in which online interactions with LLMs are needed.

5.3 ADDRESSING CHALLENGE 2: COST-EFFICIENT PROMPT OPTIMIZATION

Experiment Setup As previously argued, utilizing the proxy reward model for prompt optimiza-
tion, as opposed to directly using language models, would result in significantly reduced costs.
Indeed, the expenses associated with inference time can be even more expensive (Chen et al.| [2023)).
In this section, we emphasize the cost-efficiency advantage of Prompt-OIRL during the inference
time prompt optimization.

Prompt-OIRL evaluates prompts through its offline reward model and obviates the need for extra
LLM interactions during inference. Picture a scenario where, for each query at inference, there exist
K potential prompts to assess and select. With Prompt-OIRL, the optimal prompt is chosen with-
out LLM interaction, ensuring that only the chosen prompt undergoes inference with the LLM to
produce a singular response. Conversely, evaluating prompts via LLMs — by gauging their confi-
dence or dissecting the nuances of various answers — demands extensive interaction prior to settling
on a choice. We provide a detailed cost analysis of these methods, outlining the monetary implica-
tions of employing the GPT-3.5-turbo and TigerBot-13B-Chat APIs. We disclose the inference time,
quantified in GPU hours for LLaMA2-7B-chat, which operated locally on an NVIDIA A4000 GPU.

Results Table @] presents the in- Table 4: Inference costs of different methods for a single query
ference time costs associated with under different numbers of prompt choices. Generating embeddings
various LLMs and prompt selection in Prompt-OIRL cost = 0.0002 USD per 100 prompts

strategies. Employing Prompt-OIRL Model Cost Method K — 1 K=6 K=110

for prompt optimization is substan- LLaMA2 LMSC 000325 001949 035723

tially more cost-efficient than meth- by 1y G 0.00134 000134 0.00134

ods reliant on LLMs. When call- ~
ing LLMs for self—critic, all pI'OHlptS TlgerBot LMSC 0.00082 0.00492 0.09029

need to be processed to obtain (USD) Ours 0.00034 0.00035 0.00056
distinct prompted answers, neces- GPT-3.5 LMSC 0.00093 0.00558 0.10237
sitating K interactions with the (USD) Ours 0.00040 0.00041  0.00062

LLMs. Following this, the LLMs are
queried to verify the correctness of those answers and provide their confidence scores, incurring an
additional K interactions. In contrast, Prompt-OIRL utilizes the offline reward model to pinpoint
the most suitable prompt and only forwards the chosen prompt to the LLM for processing.

Take-Aways Challenge 2 is effectively mitigated by Prompt-OIRL. Prompt-OIRL permits
offline evaluation and optimization of prompts through the learned reward model. Yet the
LLM-Based methods rely on additional LLM interactions to evaluate prompted answers. Con-
sequently, Prompt-OIRL offers a distinct advantage in terms of cost efficiency.

6 CONCLUSION

We propose Prompt-OIRL, a novel approach grounded in offline inverse reinforcement learning, de-
signed to reconcile effective and cost-efficient query-dependent prompt evaluation and optimization.
This method leverages offline datasets from existing evaluations, utilizing Inverse-RL to craft a re-
ward model tailored for offline, query-specific prompt evaluations. Prompt-OIRL offers several ben-
efits: it forecasts prompt efficacy, minimizes costs, and explores the prompt space more effectively
— all at a query-dependent level. We validate our approach across various LLMs and arithmetic
reasoning datasets, underscoring its viability as a formidable solution for query-dependent offline
prompt evaluation and optimization.
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A  EXTENDED DI1SCUSSION ON PROMPT-OIRL AND RLHF

A.1 CONNECTIONS AND DIFFERENCE FROM A DESCRIPTIVE PERSPECTIVE

To better understand our contribution, it would be helpful to link and contrast Prompt-OIRL with
the framework of reinforcement learning from human feedback (RLHF) or Al feedback (RLAIF).
In general, the success of RLHF and RLAIF motivates our idea of integrating human expertise in
prompting, and Prompt-OIRL can be interpreted as a special type of prompt policy learning from
offline Al feedback, which differentiates from existing literature.

The fact that Prompt-OIRL first learns a reward model and then performs policy optimization using
the reward model makes the method related to RLHF and RLAIF. From such a perspective, Prompt-
OIRL treats prompt evaluation and optimization as a process of aligning prompting strategies with
the preferences of the LLMs, contrasting to aligning LLM responses with human preferences. In
analogy with the RLHF that improves the performance of LLMs with regard to human preferences,
we hypothesize that such a perspective could lead to more effective prompts while avoiding the need
for random exploration of the prompt space, which is computationally expensive.

That said, there are several key differences that make Prompt-OIRL distinguishable from the existing
RLHF and RLAIF literature. RLHF (or RLAIF) often includes the following steps: 1. sampling
from pre-trained language models to generate dialogue data; 2. human (or Al) raters are then asked
to rank those generated data according to given criteria such as harmless and helpful; 3. a preference
model is trained on the ranked dataset, as proxy to the human (or Al) raters; 4. the language model
is fine-tuned with the learned preference model using reinforcement learning.

By contrast, we would like to highlight the differences in objective, non-interactive offline learning
problem setting, and optimization procedure flexibility: First, Objective: The objective of Prompt-
OIRL is to evaluate and optimize prompting strategies, rather than enhance LLMs’ alignment to
non-differentiable objectives. Importantly, the learned reward model in Prompt-OIRL can work in
isolation as a prompt evaluator. Second, Non-Interactive Offline Setting: Prompt-OIRL works in a
purely offline setting, rather than assuming access to human or Al raters to actively generate feed-
back. Third, the optimization procedure in Prompt-OIRL is highly flexible, which is not necessary
to be a language model as in RLHF and RLAIF. For instance, the prompt optimization process
can collaborate with a human prompting engineer, who proposes potential prompting strategies and
selects the best according to the learned reward model.

A.2 PROMPT-OIRL AND RLHF WITH THE FORMAL RL LANGUAGE.

Reinforcement Learning and Offline-RL. In Reinforcement Learning (RL), an agent learns
through interacting with an environment and receiving feedback in the form of rewards (Sutton
& Barto, |2018). The fundamental objective of RL is to find a policy, which is a mapping from states
to actions, that maximizes the expected cumulative reward over time.
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Such a learning paradigm can be formally represented using the Markov Decision Processes
(MDPs), where decisions are made in discrete time steps, and each decision affects the state of
the environment in the subsequent step.

Formally, we denote the MDP as M = {S, A, T, R, po, 7}, where S C R¢ denotes the d-dim state
space, A is the action space. Broadly, the environment includes 7 and R, the former denotes the
transition dynamics 7 : S X A — S that controls transitions between states, and the reward function
R : S x A — R provides feedback. py = p(so) € A(S) denotes the initial state distribution. ~ is
the discount factor that trades off between short-term and long-term returns.

action
_______ |
\ Agent@ ---Tovad
_______ R
observation

Figure 7: Pictorial illustration of Online RL: an agent actively interacts with the environment, which
is composed of the dynamics model that controls transition, and the reward model that provides
feedback.

Online RL considers the problem of learning a policy 7 € II : S — A(A), such that the expected
cumulative reward Eq, ~r s, ., ~T,s0~po Ztho ~tri(s¢, ar) in the MDP is maximized. In the online
RL setting, an agent learns through trial and error. It actively interacts with the environments —
including both transition dynamics 7 and the reward function R. And optimize its polity through
either on-policy (Schulman et al.| 20155 [2017; |Sun et al.| [2020; |[Cobbe et al., [2021b) or off-policy
algorithms (Lillicrap et al.l 2015} Mnih et al.l 2015} [Fujimoto et al., 2018b; Haarnoja et al., 2018;
Sun et al.,[2019).

At each time step ¢, an agent observes a state s; from the environment and selects an action ay
according to its policy 7. Upon taking the action, the agent receives a reward r; and transit to a new
state s;4 1. The agent’s objective is to maximize its expected return.

Behavigr
Policy ks
t

action

observation

Figure 8: Pictorial illustration of Offline RL: a decision dataset is collected through interactive logs
between a behavior agent and the environment. Such offline dataset is then used to optimized a
parameterized policy — the learnable agent.

Offline RL, also known as batch-RL or data-driven RL, focuses on learning optimal policies from
a fixed dataset of interaction data without further interaction with the environment (e.g. Holt et al.,
2023agb; |Sun et al.,2023b). This approach is particularly relevant in scenarios where online interac-
tion is expensive, risky, or impractical (Sun et al.,2021;|Yang et al., |2023c). The primary challenge
in Offline RL is that the dataset may not sufficiently cover important regions of the state-action
space, which can lead to extrapolation errors and suboptimal policies (Fujimoto et al.l 2018a).

Offline RL algorithms aim to leverage this fixed dataset to derive a policy that would perform well
if deployed in the real environment. Techniques often employed in Offline RL include constraining
the policy to only consider data in the dataset, regularizing against drastic changes from a behavior
policy, and employing uncertainty estimation to avoid regions where the dataset provides limited
information (Kumar et al., 2019; [Wu et al., 2019a; Kumar et al., 2019; Siegel et al., 2020; |Sun
et al., [2022a7b} [Yang et al.| [2022a}; [2023b} |Ye et al., [2024). In general, such a dataset can either be
generated by rolling out an expert that generates high-quality solutions to the task (Fujimoto et al.,
2018a; [Zhang et al., [2020; [Fu et al., 2020) or a non-expert that executes sub-optimal behaviors (Fu
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et al., 2020; Wu et al., 2019a; [Kumar et al., 2019; [Agarwal et al., 2020; Hiiyik et al.| 2021} Jarrett]
et al.,[2021) or be a mixture of both (Bharadhwaj et al.| 2020)).

That said, the research on existing offline-RL mainly focuses on application on dense-reward tasks

like robotics control (Fu et al. 2020; [Cevine et al), [2020). The optimization for reward on the

trajectory level such as the case in LLM researchwhere responses may only be evaluated on the
sentence-level, rather than on a token-wise level — is relatively underexplored.

Imitation Learning, Behavior Clone, and Inverse RL. Imitation learning and learning from
demonstrations are widely studied in the field of reinforcement learning and robotic learning
et al', [2000; [Abbeel & Ng| [2004; [Ho & Ermon), 2016} [Garg et al., 2021} Bica et al., 2021)), aiming at
learning policies with a batch of expert trajectories. Working as the most straightforward solution,
Behavior Cloning (BC) (Pomerleaul, [1988}; [Florence et al, 2022) optimizes a policy through super-
vised learning, yet may suffer from compounding error or instability in learning from sub-optimal
demonstrations (Ross et al., 01T} [Wu et all, 2019b). It is shown in [Mandlekar et al] (2021) that
data quality is of great importance in the success of BC. It is worth noting that, while imitation
learning assumes the underlying reward mechanism is unknown, the learning from demonstration
literature always uses the demonstrations as a warm-start for reward-sparse tasks like robotics ma-
nipulation (Schaall, (1996}, Nair et al., 2018).

action
S B |
i ..
i Decision |
i ! @
i Dataset & | : Agent
_______ F B

observation

Figure 9: Pictorial illustration of IL: a dynamics model is always needed to obtain observations.
The decision dataset can be used to provide a reference for the desired behavior. Learning (the pink
dashed line) can be achieved by minimizing the behavior divergence between the decision dataset
and the agent.

action
______________________ e, {J
Decision {  Reward ! | o Dynamics
1 1 1 i ] 1 w 1 Sk
| Dataset & | i Model <& ' Agent Q
______________________ o B

observation

Figure 10: Pictorial illustration of IRL: Inverse RL first learns a reward model, with which the
imitation learning now becomes an “online” RL problem — the accessible dynamics provide obser-
vations, and the learned reward model provides feedback.

LLM Alignment with Human Preference The task of LLM alignment under human preference
can be framed as RL, yet the challenge of online learning. See Figure[IT]for a more detailed expla-
nation.

response (trajectory)

token /
(action) ',
AY

query (initial state)
Figure 11: Pictorial illustration of LLM alignment as an online RL task. However, this is only the
ideal case: it is normally unaffordable to always keep humans in the loop. Human is the reward
model, and the LLMs themselves act as a dynamics model.
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In practice, collecting a limited number of human feedbacks and saving them as a decision dataset
is feasible. In such cases, the LLM alignment as online RL is turned into an offline RL problem.
As we have discussed above, offline RL also suffers from difficulties in learning. However, there
is a unique property in the LLM alignment problem that enables Imitation Learning with those
alignments (human-feedback) data.

token response
BSINRL ( frenee) (g e \
/ query, response, preference) | 7 ! g .
" | LLMs &» @ ‘ Human “ ] . Ahgnment ; D LLM @ |
' | i Dataset € |
N _——- ¢ |
query

Figure 12: Pictorial illustration of LLM alignment as an offline RL task: The alignment dataset is
collected through a limited number of interactions between humans and LLMs.

RLHF: Solving an Offline-RL Task with Online Inverse RL.  We highlight that RLHF solves the
offline RL task of aligning human preferences through an offline dataset with online IRL. Figure [I3]
and Figure [14|illustrates such an interpretation.

response token
s b,
{ . 1 [ [
i Alignment : o e 1Y
i : ¢ LLM & &
| Dataset & ! { P
---------------------- ' it //

Figure 13: Pictorial illustration of RLHF as IL: as LLM itself acts as the dynamics model, the offline
RL problem of LLM alignment with human preference becomes an imitation learning problem.

response token
_______________ . . T 2o
{ . 1 { ] i [BEY
. Alignment . Reward | s 1
i ! H o { @ i
i Dataset & | i Model =& ! . LM P
R Bttt B e Riniaiiete) Sttt R4

Figure 14: Pictorial illustration of RLHF as Online IRL: Approaching the imitation learning problem
through IRL, RLHF first learns a reward model, with which it has both components in an environ-
ment — the dynamics model (itself) and the reward model (learned). Therefore, RLHF can apply
conventional online RL algorithms like PPO as its solver.

Prompting as Policy Learning: Alignment with LLM Preference While prompt optimization
is by nature an RL task and can be approached by learning from trial and error, randomly exploring
the action space of natural language is infeasible. An analogy is the task of LLM alignment with
human feedback: where an LLM agent interacts with human annotators to collect feedback on its
responses and seek for better alignment with the human annotators’ preference. In such a task, it is
also unrealistic and infeasible to always put humans in the loop. Therefore, techniques of RLHF are
proposed to seek the solution when only an offline alignment dataset is available.

On the other hand, prompting optimization is indeed an LLM-centric type of alignment, as opposed
to human-centric alignment: it aligns the prompter’s prompting strategies according to LLMs’ pref-
erences and feedback. It faces the same type of challenge that always keeping LLM in the loop
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during optimization is not feasible. Figure [I5] provides a pictorial illustration of how prompting can
be interpreted as an (expensive) online RL task.

" Query- |
| Answer & |

ry (initial state)

. O LLM’s preference | -
Metric <= |--- (reward) > Prompter &
t

response (trajectory)

Figure 15: Pictorial illustration of prompting as an (expensive) online RL task: the reward calcula-
tion requires extensive usage of the LLM, which is expensive in practice.

Prompt-OIRL: Solving an Offline RL Task with Offline Inverse RL. The key observation and
claim we would emphasize is that we can interpret Prompt-OIRL as solving the offline RL of align-
ing prompting strategies from LLMs’ feedback through offline IRL.

Offline Data as By-Products In the main text, we have highlighted the existence and importance
of prompt demonstrations generated in benchmarking existing prompts. For instance, in the research
on enhancing the arithmetic reasoning abilities of LLMs, multiple zero-shot prompts are proposed,
such as the CoT (Kojima et al., 2022), APE (Zhou et al., 2022b), and more recently OPRO (Yang
et al.,[2023a)), etc.

In order to benchmark the effectiveness of those proposed prompts, previous researchers use stan-
dardized open-accessible arithmetic reasoning datasets and report the overall successful rate of get-
ting correct answers. Figure [TI6] provides a pictorial illustration of how the evaluation of existing
prompts generates prompt-alignment demonstration datasets as its by-products.

--------------- e ——
! Query- ! - (query, prompt, response, preference) : P_I‘Ompt f .

Y — h : i Alignment | Prompter @&
------------ g Prompt N Dataset & N

Figure 16: Pictorial illustration of prompting as an offline RL task.

Solving Offline RL by Offline Inverse RL The key observation of such a problem is that zero-
shot prompting are single-step decision-making problem. Therefore, even without the transition
dynamics models (LLLMs), we are still able to conduct an inverse RL in an offline manner. Prompt-
OIRL circumvents the difficulty in evaluating prompts using offline reward modeling. Figure
provides a pictorial illustration of such an interpretation.

prompt
TR Y R e (T
i Alignment ! : Model 2 i EPrompterWi
i, Dataset & YRR T ; . ;

Figure 17: Pictorial illustration of prompting as an Offline IRL task: the offline prompt demonstra-
tion dataset is used to learn a reward model, as a function of query and input, to avoid the requirement
of an LLM during evaluation. Prompt-OIRL then leverages such a learned reward model for prompt
optimization in a purely offline manner.
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Conclusive Remark RLHF solves the problem of learning from offline LLM alignment dataset
according to human feedback by turning the problem from offline RL into an online IRL, and then
an online RL after learning the reward model. Prompt-OIRL solves the problem of learning from
offline prompting dataset according to LLM feedback by turning the problem from offline RL into
an offline IRL problem, to get rid of the dependency of LLMs in evaluation and optimization.

B EXTENDED RELATED WORK

B.1 LEARNING FROM HUMAN EXPERTISE AND IMITATION LEARNING

Recent advances in Large Language Models (LLMs) have shown impressive performance as
general-purpose agents, especially with the remarkable success of ChatGPT where human knowl-
edge is injected via reinforcement learning from human feedback (RLHF) (Christiano et al., 2017}
Ouyang et al., 2022; |OpenAl, 2023} [Sun, 2023} |Li et al., |2023b). During the training of those
models, human feedback is leveraged to reduce the harmfulness and at the same time improve the
instruction-following ability of models. In|Liu et al.| (2023b), LLMs are instantiated as decision-
making agents to master various skills.

Imitation learning and learning from demonstrations are widely studied in the field of reinforce-
ment learning and robotic learning (Ng et al., 2000; |[Abbeel & Ngl [2004; [Ho & Ermonl [2016; [Xu
et al.l 2020; |Garg et al., 2021; |Yang et al.l |2022b; | Xu et al., 2022), aiming at learning policies
with a batch of expert trajectories. Working as the most straightforward solution, Behavior Cloning
(BC) (Pomerleaul, |1988; [Florence et al.| 2022} |Sun et al., [2023b)) optimizes a policy through super-
vised learning, yet may suffer from compounding error or instability in learning from sub-optimal
demonstrations (Ross et al., [2011; [Wu et al.l 2019b; |Sun et al., [2022c). It is shown in [Mandlekar
et al.| (2021) that data quality is of great importance in the success of BC. It is worth noting that,
while imitation learning assumes the underlying reward mechanism is unknown, the learning from
demonstration literature always uses the demonstrations as a warm-start for reward-sparse tasks like
robotics manipulation (Schaall |1996; Nair et al.,[2018; [Sun et al.l 2019} 2021)).

In prompt generation tasks, the demonstrations are always imperfect, T-REX (Brown et al.| [2019)
extrapolates beyond a learned reward function to achieve super-demonstration performance (as well
as |[Hiiyiik et al.[(2022)) in a contextual bandit setting). We also benchmark the performance of BC,
with specific consideration on the quality of demonstrations (Wu et al., 2019b; Mandlekar et al.,
20215 Sun et al., [2023al).

B.2 ZERO-SHOT AND FEW-SHOT PROMPTING

The ability of Zero-shot prompting emerges in the language models trained on large amounts of data
like GPT-3 and GPT-4 (Ouyang et al.| 2022; |OpenAl, 2023). And it was shown in [Wei et al.| (2021])
that instruction-fine-tuning improves the zero-shot learning ability of language models.

Notwithstanding the impressive zero-shot performance exhibited by large language models, these
models often exhibit suboptimal performance in executing more complex tasks under a zero-shot
setting. Leveraging few-shot prompting presents a viable approach for facilitating in-context learn-
ing (Brown et al.| 2020; Min et al.| 2022)). This technique necessitates the inclusion of demon-
strations within the prompt, effectively guiding the model toward enhanced performance. These
demonstrations act as conditioning mechanisms for succeeding examples, leading the model to gen-
erate better responses.

B.3 CHAIN-OF-THOUGHT PROMPTING

In some more challenging tasks like complex arithmetic, commonsense, and symbolic reasoning
tasks, the chain-of-thought (CoT) prompting is shown to be more effective in helping the language
models to get correct answers (Wei et al., 2022). CoT includes additional reasoning steps in the
few-shot prompting examples. [Kojima et al.| (2022) further introduces zero-shot CoT, showing that
adding task-agnostic instruction can improve the model performance in specific tasks. In|[Zhang
et al.|(2022b)), Auto-CoT combines the universality of zero-shot CoT and the capability of original
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CoT driven by demonstrations and proposes to automatically construct demonstrations based on
clustering and diversity-based sampling that are beneficial for CoT reasoning.

B.4 OTHER PROMPTING STRATEGIES

Wang et al.|(2022) further improves the few-shot CoT method by sampling multiple diverse reason-
ing paths and marginalizing those paths, choosing the most consistent answers among all sampled
reasoning paths. [Li et al.|(2023a) introduces Directional-Stimulus-Prompting, which is a framework
that uses a tuneable language model to provide guidance for the black-box frozen large language
model toward desirable properties.

The Generated Knowledge Prompting |Liu et al.| (2021) improves commonsense reasoning by in-
corporating knowledge or information related to the questions to make more accurate predictions.
Tree-of-thoughts (ToT) methods (Long, 2023 |Yao et al.,2023) combines tree-based planning meth-
ods with reasoning skills of language models, and solves hard reasoning problems step by step via
multiple round conversations. [Hulbert (2023) also put forward a related idea that leverages multiple
thoughts of a language model in a single prompt. Memory and Retrieval Augmented Generation
(RAG) (Lewis et al.| [2020), that is able to combine parametric memory and non-parametric memory
like Wikipedia in completing knowledge-intensive tasks (Pouplin et al., 2024). MoT (Li & Qiu,
2023): Pre-thinking based on the external unlabeled dataset and then recalling the related knowl-
edge during inference. In concurrent works of |Yang et al.| (2023a); |[Liu et al.| (2024), LLMs are
used as optimizers to solve a variety of optimization problems, including prompt optimization. It is
worth noting the most important two differences are in the offline nature and the query-dependant
zero-shot prompting strategy used in our approach.

Table 5: Prompt-OIRL differentiates from existing literature on prompt optimization by (1) considering the
Adjusted Objective and optimizing query-dependent prompt; (2) being able to perform offline prompt
evaluation to address Challenge 1; (3) optimizing prompt in the offline setting without access to the LLMs
to address Challenge 2; (4) utilizing existing expert knowledge to reduce the difficulty in RL; (5) generating
human-readable prompts; (6) working on the most general natural language prompt space; (7) free from
gradient information of LLMs; (8) using offline inverse reinforcement learning as the solver of the problem.

(1) Query (2) Offline (3) Offline (4) Expert (5) Human (6) Prompt (7) LLM (8) Solver
Method Dependent Prompt Prompt Knowledge Readable Space Gradient Used
Prompt Evaluation Optimization Inspired Prompt Free
Soft-Prompt v Embeddings Gradient-Guided Search
APO v v X =V 4 Beam Search
APE v X =V Evolution Strategy
TEMPERA v v v Edit v RL
RLPrompt {Vv2,v5y v RL
Prompt-OIRL (ours) v v v v v X =V ‘ v ‘ Offline Inverse-RL

Embeddings: the language of LMs; Edit: including operations like swap, delete, etc.; V is the vocabulary, and the superscript over it
denotes the length of prompts. V°° denotes the natural language space — the most general interpretable format.

C SUPPLEMENTAL EXPERIMENT DETAILS

C.1 OFFLINE DATA PROCESSING AND EMBEDDINGS

For LLM / and task k, we re-organize the offline demonstration dataset using the embedding func-
tion £ : V>° — R1®36, which maps a sequence of natural language context to a fix-length vector of

size 1536 (Greene et al., 2022). Therefore, using elD — S(x(i))7e§f) = E(rD), r@) = 1{y* =
¢(7) ()} to denote the embeddings and reward instantiation, our demonstration dataset Equa-
tion (@) in implementation can be expressed as follows:

1. Training Data: Déf,zai“) = {egi), e, r(ij)}ie{17.._,N}7je{17‘__,K}
2. Test Dat L pliesta) _ ¢ () (7). (i5)y _
. Test Data on Query: D, {ea’ e’ v DY ic(Ni1, N4MYjeq1,. K

3. Test Data on Prompts: Détzbt P) = {eg;z), 65{—7), r(ij)}ie{N+1,...,N+J\4}7j€{K+1,A,,7K+P}
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In the above, NV is the number of samples (query-answer pairs) in the training dataset, M is the
number of samples in the held-out test dataset, K is the number of training prompts, and P is the
number of test prompts.

For all datasets, we experiment with different choices of K = [1,2,3,4,5,6]. (i.e., the x-axis of
Figure 6: number of training prompts, ranging from 1 - 6). And use a total number of P = 110
held-out prompts.

The GSMSK task contains 7473 queries with golden answers for training and 1319 held-out queries
with golden answers for testing; the SVAMP task contains 19690 examples, which are split into a
training query-answer set of size 15000 and a testing query-answer set of size 4690; the MAWPS
task contains 7685 examples, which are split into a training query-answer set of size 6000 and
a testing query-answer set of size 1685. Therefore, for each prompting strategy, there are 7473,
15000, and 6000 demonstrative examples that can be collected through the interactive logs with a
certain language model for the three tasks that can be used for training, respectively.

With the previous notations,

For GSMBK, there are N = 7473 samples used for training and M = 1319 samples for testing.
For SVAMP, there are N = 15000 samples used for training and M = 4690 samples for testing.
For MAWPS, there are N = 6000 samples used for training and M = 1685 samples for testing.

Our processed offline datasets and code for processing will be provided as open-source assets to
facilitate future studies.

C.2 ADDITIONAL DETAILS ON REWARD MODELING

To exclude some potential alternatives — we have explored using fully connected neural networks
as the reward model or using a ranked dataset mimicking the conventional RLHF setting, yet both
of those choices perform worse than our presented implementation.

MLP To be specific, for the MLP model, we have tried different choices of its hyper-parameters,
including unit numbers, layers, various drop-out choices, and dual-channel architecture with each
channel process query and prompt embeddings individually. However, we find all of those choices
tend to converge to the trivial solution that predicts either all-0 or all-1 for the binary classification
task. Such a reward model does not actually have the prediction ability in inference time. In practice,
with such a reward mode, we can do nothing better than select the best-performing prompt on
the training dataset. Therefore, the performance of BoTr Eqn.(1) represents the best-achievable
performance of using a dummy MLP reward model.

XGBoost For the XGBoost method, we set a universal hyper-parameter for all tasks and LLMs
to enhance applicability and demonstrate the robustness of Prompt-OIRL. When deploying Prompt-
OIRL in practice, a case-by-case engineering on the hyper-parameters on reward modeling should
be able to further boost the performance of the algorithm, yet this is out of our research scope. In
our paper, we experiment with a single universal hyper-parameter setting for all LLMs and tasks,
demonstrating the robustness of the proposed method.

To enhance replicability, we use the following hyper-parameters for the gradient boosting
model (Chen et al|(2015)) in all experiment settings:

param = {'max_depth’: 10, ’"eta’: 0.001, ’'objective’: ’'binary:logistic’}

The Nearest Neighbor Method Besides the parametric approaches discussed above, we agree
with our reviewer that “a simpler, more straightforward query-dependent model, such as a nearest-
neighbor based solution, could be considered. This would involve, for each query, locating the
closest match whose prompt yields a correct answer and utilizing that prompt for the new query. ”.
In this paragraph, we discuss and experiment with such an idea.

Analytically, although the idea of using a Nearest-Neighbor approach can be an alternative to using
a parameterized model in selecting from the training prompts it can not be generalized to unseen
prompts due to a lack of support.
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Moreover, as a non-parametric method, the Nearest-Neighbor approach requires memorization of
the training embeddings, which can be expensive when the number of demonstrations increases.

Empirically, we implemented this idea with GPT-3.5-turbo on the MAWPS dataset. To be specific,
for every test query, we look up the training queries’ embedding to find the closest neighbor of this
test query’s embedding and select from the training prompt(s) that has successfully prompted correct
answers on such a training query. The results are presented in Table[6]

Concluding from the results, the Nearest-Neighbor approach, as a query-dependent baseline, out-
performs the BoTr Eqn(1), and achieves on-par performance as BoTr Eqn(2). However, it under-
performs Prompt-OIRL as the generalization ability of the learned reward model in Prompt-OIRL
further enhanced its prompting performance.

Preference-based Learning Another alternative for reward modeling is based on preference-
based learning, which has been shown to be effective in some conventional inverse RL tasks (Brown
et al., [2019; [Hiiyiik et al., 2022). To be specific, for every training query z(*), there may exist mul-
tiple prompts (denoted as pgf)) that lead to a correct answer, and some other prompts (p(_l)) that lead
to a wrong answer.

We can also organize the offline prompt demonstration in the form of preference-based dataset

{z®)] p(f)7 p(ﬁ)}, and learn from those pair-wise preference data. In this pair-wise preference ap-
proach, the learned reward model takes both prompts and the query as input, and output the pre-
ferred prompt. Given a new query in the inference time, such a reward model can be applied to all K
candidate prompts with K-1 comparisons to find the best prompt. (so it is more computationally ex-
pensive than the direct reward modeling method used in our work). We empirically studied whether
such an approach can lead to better performance on the MAWPS dataset with the GPT-3.5-turbo
model. The results are shown in Table [ below.

Table 6: Comparison of different reward model approaches: the Nearest-Neighbor method, instance-wise
prediction of outcome, and pair-wise prediction.

# Training Prompts | 1 2 3 4 5 6
BoTr Eqn(1) 0.6598 | 0.6988 | 0.7118 | 0.7155 0.7173 | 0.7175
BoTr Eqn(2) 0.6598 | 0.7742 | 0.8150 | 0.8350 0.8473 | 0.8546
BoTr Eqn(2) Paired | 0.6598 | 0.7195 | 0.7203 | 0.7194 0.7236 | 0.7247
Nearest-Neighbor 0.6598 | 0.7856 | 0.8242 | 0.83390.8492 | 0.8530
Prompt-OIRL 0.7637 | 0.8032 | 0.8379 | 0.8750 0.8916 | 0.8944

It can be concluded that the pair-wise reward model can not achieve better performance than the
direct reward modeling used in Prompt-OIRL.

All our offline datasets and code for processing those datasets, as long as the MLP implementation
and pair-wise reward modeling implementation will be made publicly available and contributed as
an asset for future research.

Further investigation on hyper-parameter tuning will lead to further improvement, especially in the
pursuance of higher precision values in imbalanced prompt demonstrate datasets. (e.g., when using
smaller LLMs like LLaMA-7B for the more challenging tasks like GSM8k.)

C.3 HELD-OUT TEST PROMPTS

The following 10 prompts are used as a held-out test set for offline prompt evaluation. To enable the
performance evaluation on held-out prompts, we collect interactive logs on each language model for
10 held-out novel prompting strategies. We will release the corresponding promoted answers on test
queries for those held-out prompts as part of our offline dataset.

1. Approaching this logically, the steps to find the answer are:

2. Let’s break this down into manageable steps to fully understand the problem:
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. Consider this as a puzzle, each piece contributing to the final answer. Let’s place each

piece, one by one:

. Three scholars are analyzing this query from various perspectives, working collaboratively

to build a comprehensive answer. Each contributes a step:

. Let’s solve this like a detective would solve a mystery, gathering clues and building up to

the final solution step by step:

. Imagine we’re navigating a maze; each decision brings us closer to the center. Let’s map

our route:

. Envision a round table meeting of expert problem solvers. Each participant suggests a step,

building towards a consensus answer:

. Like an architect constructing a building, let’s design our answer carefully, layer by layer:
9.
10.

As if we are assembling a complex machine, let’s put it together piece by piece:

Three wise philosophers are debating this question, each contributing a different aspect of
the answer. Let’s follow their discourse:

In order to further verify the generalization ability of the learned reward model, we extend to
more held-out prompts. We use GPT-4 to generate those prompts through in-context learn-
ing. Specifically, we provided the human-crafted 6 prompting strategies to GPT-4, and asked
GPT-4 to generate other potential prompting strategies. Our original chat history and prompts
are available in the following anonymous link: |https://chat.openai.com/share/
2c7652d2-2f96-48e8-b34f-efad4bl5f8abll
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. Like a bee pollinating flowers, let’s gather the essence from each point:

. Picture this as a chain. Each link strengthens the whole:

. As alibrarian categorizes books, let’s sort the information accordingly:

. This is like unfolding origami to understand each crease and fold:

. Imagine it as an echo in a valley, every sound has an origin and meaning:

. Let’s approach this like a chef creating a new recipe, ingredient by ingredient:
. As a cartographer maps terrains, let’s chart the nuances and details:

. Like an athlete training for an event, every exercise has a purpose:

. Think of it as wind chimes, each note contributing to the melody:

. It’s like flying a kite. Every tug and adjustment affects its flight:

. Imagine we’re in a lab, every test and observation is crucial for the conclusion:
. Like a blacksmith forging metal, let’s shape our understanding with precision:
. As a botanist identifies plants, let’s classify each detail:

. This is like a radio tuning to different frequencies, let’s find the right wavelength:
. Imagine it’s a theater play. Scene by scene, we unfold the plot:

. Let’s dive into this like a marine biologist exploring the ocean’s depths:

. As an electrician wires a circuit, each connection powers the system:

. This is like a gardener pruning a plant, every cut makes it flourish:

. Think of it as the gears of a bicycle, each turn propelling us forward:

. Like a mountain climber uses tools, let’s leverage each resource for understanding:
. As a composer orchestrates a symphony, let’s integrate each instrument:

. This is like a pot of stew, simmering to meld the flavors:

. Imagine building a sandcastle, each grain matters for the structure:

. It’s like peeling an onion, layer by layer, revealing the core:

. Like a captain steering a ship, each decision adjusts our course:

. As a mason lays bricks, every placement supports the structure:
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This is like a game of chess, anticipating each move ahead:

Let’s tackle this as a mechanic examines an engine, part by part:

Like a bird building a nest, every twig and feather matters:

Imagine crafting a sculpture, every detail brings it to life:

Like a student taking notes, we’ll highlight the key points:

It’s like sifting for gold, discarding the dirt to find the nuggets:

Let’s weave through this as a spider spins its intricate web:

As a farmer tills the soil, every effort nurtures the crop:

Like a director shoots a film, each scene tells a part of the story:

Think of it as a flashlight in the dark, illuminating step by step:

Like a butterfly metamorphosing, we’ll transition through stages of understanding:
Let’s construct our insights as an engineer designs machinery:

Imagine it as the flow of a river, every bend and ripple shapes the course:

It’s like a hawk soaring in the sky, observing details from a vantage point:

Like a detective following leads, every hint brings us closer to the truth:

As a tailor sews a garment, every stitch defines the shape:

Think of it as blending flavors in a dish, balancing to perfection:

Like a maestro leading an orchestra, every cue creates harmony:

Let’s mold our comprehension as a child shapes clay into forms:

Imagine this as a marathon; every mile, every step takes us closer to the finish:

It’s like mining for gems; we dig deep, assessing each discovery:

Let’s examine this as a doctor diagnoses symptoms to understand the ailment:
Think of it as a tree growing, each branch reaching out to new insights:

Like a beekeeper tends the hive, let’s understand each aspect of the colony:

As a carpenter joins wood, every angle and joint is crucial:

This is like creating a mosaic, each shard contributes to the whole:

Let’s distill our thoughts as a brewer crafts a fine beverage:

Imagine as if we’re setting a trap, each component is pivotal:

It’s like a locksmith crafting a key, every cut unlocking understanding:

Like a painter blending colors, let’s mix our ideas for clarity:

Let’s tread as an explorer maps uncharted territory, noting every landmark:

Think of this as a puzzle box, each mechanism revealing deeper layers:

Like an artisan molds pottery, our hands shape the outcome:

Let’s embark on this quest as a knight faces challenges, overcoming each obstacle:
Imagine we’re piecing together an ancient manuscript; each fragment reveals more:
This is like building a bridge. Each segment must connect perfectly. Let’s build:
Picture a gardener planting seeds. Each step, from soil preparation to watering, matters:
Think of this as weaving a tapestry. Every thread adds to the whole image:

Let’s explore this like an astronaut discovering a new planet, detail by detail:
Envision this as a mosaic. Each tile contributes to the final artwork:

Like navigating a ship through a storm, each decision is vital. Let’s chart the course:
It’s as if we’re restoring a masterpiece painting. Layer by layer, let’s uncover:
Imagine being an archaeologist, unearthing an artifact. Bit by bit, we reveal:
Think of this as a dance, each move flowing into the next. Let’s choreograph:
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As a detective collecting clues for a case, let’s unravel the mystery:

Like a novelist crafting a story, let’s develop our narrative chapter by chapter:
Envision assembling a jigsaw puzzle, connecting pieces to see the whole picture:
Imagine sculpting from a block of marble; every chisel matters. Let’s sculpt:

As a chemist mixing solutions, each ingredient alters the result. Let’s mix:

This is like tuning an instrument. Every adjustment leads to harmony:

Like an actor rehearsing a script, let’s understand our lines and their meaning:
Think of it as navigating a map. Each route we explore gives more insight:

As if we’re crafting a potion, each herb and element has a purpose. Brew with me:
Let’s approach this like a mathematician proving a theorem, step by logical step:
Picture us on a safari, observing every species. Detail by detail, we document:
Like setting up dominoes for a cascade, each placement is crucial. Let’s set up:
Imagine you’re a jeweler, evaluating a gem. Every facet reflects light differently:
Like a historian deciphering an old text, let’s understand its context:

Think of this as a musical composition. Each note leads to the next movement:
It’s like setting a table for a grand feast. Every detail adds to the ambiance:

As a photographer captures moments, let’s focus on each element:

Imagine we’re tailoring a suit. Each stitch, cut, and measurement counts:

This is like assembling a watch; every gear and spring is vital. Let’s assemble:
Envision ourselves as geologists, studying layers of rock. Layer by layer, we analyze:
Like drafting an architectural blueprint, every line and measurement matters:

As if we’re brewing a perfect cup of tea, each ingredient and timing is crucial:
This is like a relay race. Each leg of the race builds upon the last:

Think of it as mixing colors for a painting. Every shade adds depth and nuance:
It’s like being a conductor, ensuring each instrument plays its part:

Imagine decoding an encrypted message. Every symbol has a meaning:

Like planning a trip, each destination and route makes the journey:

This is like lighting a sequence of candles. Each one illuminates more:

Envision it as a waterfall, each drop contributing to the flow:

. Like a potter shaping clay, let’s mold our understanding step by step:

C.4 CODE, HARDWARE AND TRAINING TIME

Our code, as well as the offline datasets, will be released as open-accessible. During the review
process, we provide source code in the supplementary material. We highlight the Prompt-OIRL
reproduced within a few hours using a single laptop using CPU. With our implementation,
ting OIRL for the GSM8k takes 50 minutes on a MacBookAir with an 8-core M2 chip, and

can be
conduc

takes only 5 minutes on a server with 16(out of 64)-core AMD 3995WX CPUs.

C.5 BEST TEST-SET PROMPTING STRATEGY ON DIFFERENT DATASETS

We use Best of Train to denote the best performance of training prompts (i.e., out of the 6 training
prompts listed in Table 2 of our paper) on the test queries, and use Best of Test to denote the best
performance of the first 10 held-out test prompts. Details of those test prompts are provided in

Appendix C.3.
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Table 7: Best Test-Set Prompting Strategy on Different Datasets

Dataset LLM Best of Train Best Index Best of Test Best Index
MAWPS  GPT3.5-turbo 0.855 Prompt 0 0.841 Prompt 5
SVAMP  GPT3.5-turbo 0.718 Prompt 2 0.736 Prompt 2
GSM8K  GPT3.5-turbo 0.672 Prompt 1 0.670 Prompt 2
MAWPS LLaMA2-7B 0.646 Prompt 0 0.587 Prompt 8
SVAMP LLaMA2-7B 0.637 Prompt 0 0.588 Prompt 8
GSMSK LLaMA2-7B 0.248 Prompt 0 0.241 Prompt 5
MAWPS TigerBot-13B 0.536 Prompt 0 0.669 Prompt 0
SVAMP  TigerBot-13B 0.645 Prompt 1 0.673 Prompt 8
GSM8K  TigerBot-13B 0.394 Prompt 3 0.393 Prompt 7

Table 8: Oracle Reward Model Performance

Dataset LLM Oracle on Train Oracle on Test Oracle on Train + Test
MAWPS  GPT3.5-turbo 0.942 0.941 0.957
SVAMP  GPT3.5-turbo 0.882 0.869 0.903
GSMS8K  GPT3.5-turbo 0.872 0.873 0.914
MAWPS LLaMA2-7B 0.891 0.855 0.926
SVAMP LLaMA2-7B 0.876 0.837 0.907
GSM8K LLaMA2-7B 0.582 0.501 0.648
MAWPS TigerBot-13B 0.929 0.642 0.935
SVAMP  TigerBot-13B 0.928 0.913 0.954
GSMS8K  TigerBot-13B 0.754 0.7 0.822

C.6 ORACLE REWARD MODEL

Assuming we have an oracle reward model (i.e., on test time, we assume we can always pick the
prompt that achieves a correct answer), this should correspond to an empirical performance upper
bound of Prompt-OIRL.

Take-Away Messages

1. The optimal prompt is highly relevant to the task and LLM used. In 3 out of the 9 settings,
the optimal test-time prompting strategy exists in the test prompts, rather than the training
prompts generated by previous research.

2. The oracle performance can be limited by the ability of LLMs.

3. Increasing the diversity of prompts improves the oracle performance.

C.7 CosT OF EMBEDDING

Using the embedding models to get prompt or query embeddings is in general much cheaper than
calling the LLMs in getting responses. For instance, the gpt-3.5-turbo API charges 0.001 USD per
1k tokens for input, and 0.002 USD for output; as a comparison, the embedding model of ada v2
charges only 0.0001 USD per 1k token.

Moreover, we would like to note those prompt embeddings are re-usable. For instance, getting the
embedding for 100 prompts like “let’s try to solve it step by step, and make sure to get the correct
answer” will cost about 100 prompts * 20 tokens/per prompt * 0.0001 USD / 1000 tokens = 0.0002
USD.

In comparison, interaction with the LLMs to get the prompted response is much more expensive. A
single query-answer pair will lead to a cost of approximately 0.0006 USD. Evaluating the perfor-
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mance of a single prompting strategy by interacting with gpt-3.5-turbo on a medium-sized dataset
containing 5000 samples will lead to a 3 USD expense.

Therefore, the cost of Prompt-OIRL in generating embeddings (=0.0002 USD) is significantly
cheaper than the cost of evaluating any prompt with LLMs (=3 USD). The gap in cost will be even
more significant when multiple prompts need to be evaluated (i.e., evaluating K different prompts
will cost ~3K USD).

D EXTENDED DISCUSSION

D.1 FUTURE WORK

While our research primarily centers on arithmetic reasoning tasks, we wish to underscore the versa-
tility of Prompt-OIRL’s insights for broader applications, especially where there exists a prompting
demonstration dataset accompanied by ratings of the prompted responses. As a hypothetical ap-
proach to dataset construction with human annotators incorporated into the process, consider this:
human annotators could employ LLMs to accomplish specific tasks. They might offer multiple
prompts as instructions for the task, and the ensuing LLM responses can then be graded based on
proficiency in executing the given task. In fact, these annotators could be everyday LLM users keen
on evaluating diverse responses. We earmark this intriguing concept for subsequent exploration.

D.2 A CALL TO THE FIELD: RELEASE THE INTERACTIVE LOGS WITH LLMS AS A
VALUABLE ASSET.

To apply the key insight of Prompt-OIRL to more general natural language generation tasks, the
challenge is on the open-accessibility of the offline datasets.

Intuitively, one may think the challenge lies in the scarcity of prompting knowledge (i.e., the num-
ber of expert-crafted prompts). Yet as a matter of fact, an important observation we have made in
our work is that in arithmetic reasoning datasets is that learning a reward model for query-dependent
prompt evaluation and optimization is helpful even in the scarce-expert knowledge setting. There-
fore, the scarcity of expert-crafted prompts is not a vital challenge.

On the other hand, the accessibility of open-sourced offline datasets — under the form of (query,
prompt, prompted response) — is more important. In the era of LLMs, only a few researchers
release their prompted responses when releasing their discovered prompting strategies. Even having
access to their code, to fully reproduce their results still require intensive interactions with the LLMs,
leading to a huge amount of cost.

Motivated by the discovery made by Prompt-OIRL, those offline datasets — not only those inter-
active communication logs with LLMs for the discovered well-performing prompts but also those
logs for the failed prompting attempts — can be useful for learning a better reward model. There-
fore, with the success of Prompt-OIRL, we would like to call on the community to release not only
code but also the interaction logs (i.e., offline demonstration dataset) as an asset. Learning with those
demonstrations saves energy and computation by avoiding repetition, and enhances the development
of prompt engineering.

D.3 LINK TO THE ONLINE PROMPT EVALUATION AND OPTIMIZATION METHODS

In this paragraph, we would note that the online methods are the foundations for our query-
dependent offline approach, and additional prompts discovered by online algorithms can improve
the performance of Prompt-OIRL.

Analytically, We emphasized that Prompt-OIRL is not in direct competition with online methods but
rather builds upon their generated knowledge. This approach is akin to standing on the shoulders of
giants; it improves upon the existing prompts by considering query dependency in test time, whether
they are generated by online algorithms or domain experts.

To see this, we can observe from Figure [6] where an increase in the number of prompts correlates
with consistent improvements in performance. This demonstrates Prompt-OIRL’s capacity to draw
valuable insights from online methods and exhibit monotonically better results.
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Synthetically, assuming an oracle reward model, the incorporation of more prompts at test time con-
sistently enhances the performance upper bound (c.f. Table[8)). This holds true even if the additional
prompts sourced from online methods are suboptimal. Thus, our study highlights the importance
of diverse prompting strategies. This concept echoes our initial motivating example where different
queries benefit from varying prompts, a finding supported in the concurrent literature |Yang et al.
(2023a)).

Empirically, we underpinned our reasoning with experimental evidence. Table [0]contextualizes the
averaged performance improvement over different LLMs and tasks. We use K=6/K=1 to highlight
the improvement achieved using 6 training prompts as compared to only using 1 prompt. We use
OIRL/Eqn(2) to highlight the improvement achieved using additional test prompts as compared to
only selecting from the training prompts (i.e., the improvement of Prompt-OIRL over BoTr Eqn(2)).

(1). Increasing the number of prompts sourced from online algorithms during training consistently
enhances the performance of Prompt-OIRL and other baseline methods. This improvement under-
scores the value of enriched demonstration data derived from online algorithms. (2). Increasing the
number of prompts sourced from online algorithms during testing leads to consistent improvements
in query-dependent prompt optimization. This is clearly observed when comparing the outcomes of
Prompt-OIRL — which selects the most effective prompt from both training and testing sets using
its learned reward model — against BoTr Eqn(2), which limits its selection to training prompts. The
performance gains observed in Prompt-OIRL affirm the benefits of integrating additional prompts
from online sources.

Table 9: Adding prompts to either the training or the test set improves the performance of Prompt-OIRL.
Method K=1 K=2 K=3 K=4 K=5 K=6 K=6/K=1
LLM-Conf. 0.4751 0.5184 | 0.5427 | 0.5543 0.5594 | 0.5601 + 17.89%
BoTr Eqn(1) 0.4751 0.5379 | 0.5654 | 0.5800 | 0.5893 | 0.5944 | +25.11%
BoTr Eqn(2) 0.4751 0.5553 0.5910 | 0.6130 | 0.6295 | 0.6393 + 34.56%
Prompt-OIRL | 0.5904 0.6095 0.6225 0.6331 0.6410 | 0.6459 | +9.4%
OIRL/Eqn(2) | +24.27% | +9.76% | +5.33% | +3.23% | +1.83% | +1.03% | -

E ADDITIONAL EXPERIMENTS

E.1 PROMPT-OIRL UNDER DIFFERENT DATA AVAILABILITY

To stress-test Prompt-OIRL under such data-scarcity settings, we experiment with the SVAMP
dataset using a demonstration dataset from the GPT3.5-turbo and remove different proportions of
training data. We compare results by removing [0.0,0.3,0.5,0.7,0.8,0.9] of the training dataset,
which has 15000 samples. The following table presents the results when using the 6 prompts. We
compare BoTr Eqn.(1) and LLM confidence as the data-size-agnostic baselines, and BoTr Eq.(2) as
a data-size-dependent baseline.

Table 10: Performance of Prompt-OIRL with Varying Dataset Sizes

Dataset Size 15000 10500 7500 4500 3000 1500 BoTr Eqn.(1) LLM Conf.

Prompt-OIRL ~ 0.894 0.887 0.866 0.852 0.840 0.827 0.717 0.686
BoTr Eqn.(2)  0.847 0.831 0.814 0.803 0.794 0.782 0.717 0.686

From these results, it can be observed that Prompt-OIRL consistently achieves better performance
than using the query-agnostic prompting strategies, using LLM confidence as baselines, or using
Equation (2) and the reward model to choose from the training prompt.

E.2 GENERALIZATION OF PROMPT-OIRL OVER TASKS

The generalization of Prompt-OIRL over tasks can have great value in practical deployments. To
verify the generalization ability of the learned reward model, we experiment by using reward models
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that are trained on different tasks in Prompt-OIRL when evaluating and optimizing prompts for the
MAWPS task with GPT3.5-turbo. The following table shows the results we get using the three
different reward models trained with MAWPS, SVAMP, and GSM8K, individually.

Table 11: Generalization Results of Prompt-OIRL on MAWPS Task
Model Method K=1 K=2 K=3 K=4 K=5 K=6

MAWPS BoTr Eqn(l)  0.6598 0.6988 0.7118 0.7155 0.7173 0.7175
BoTr Eqn(2)  0.6598 0.7742 0.8150 0.8350 0.8473 0.8546
Prompt-OIRL  0.7637 0.8032 0.8379 0.8750 0.8916 0.8944

SVAMP  BoTrEqn(l)  0.6598 0.6959 0.7078 0.7101 0.7124 0.7163
BoTr Eqn(2)  0.6598 0.7367 0.7529 0.7587 0.7593 0.7626
Prompt-OIRL  0.7222 0.7497 0.7757 0.7804 0.7883 0.7903

GSM8K  BoTrEqn(l) 0.6598 0.6753 0.6922 0.6968 0.6967 0.6926
BoTr Eqn(2)  0.6598 0.6880 0.6982 0.7016 0.7007 0.7092
Prompt-OIRL  0.6617 0.6884 0.6985 0.7015 0.7012 0.7145

It is worth noting that, under such a cross-task setting, the BoTr Eqn(1) baseline selects the best
prompt according to the training set performance on the training dataset of the reward model. For
instance, when generalizing the reward model learned from the GSM8K prompting demonstration
dataset to the MAWPS task, its Best-of-Training prompt is chosen to be the best-performing prompt
on the GSMSK dataset.

According to the results, we find the reward model learned with the SVAMP dataset generalizes
better to the MAWPS task than the reward model learned with the GSMS8K dataset. This is not sur-
prising as those two tasks are more similar compared to the GSM8K dataset, which always requires
multiple-step reasoning. Importantly, the performance of Prompt-OIRL consistently surpasses using
the best-of-training baselines, demonstrating its potential in practical deployments where general-
ization over tasks is considered to be an essential advantage.

E.3 EXPERIMENTS ON LARGER LLM

We additionally experiment with GPT-4 on the MAWPS dataset. With a stronger language model,
the reward modeling step of Prompt-OIRL will be more challenging, due to the increasing imbalance
of the data used for training the reward model (i.e., most prompts lead to a correct answer). That
said, under such a more challenging setting, the efficacy of Prompt-OIRL and the query-dependent
objective based on the learned reward model have been demonstrated.

Table 12: Results with GPT-4 on MAWPS Dataset
Method K=1 K=2 K=3 K=4 K=5 K=6

BoTr Eqn(1)  0.8781 0.9068 0.9131 0.9190 0.9245 0.9300
BoTr Eqn(2)  0.8781 0.9352 0.9513 0.9609 0.9685 0.9757
Prompt-OIRL  0.8944 0.9401 0.9526 0.9607 0.9672 0.9745

F DETAILED EXPERIMENT RESULTS

F.1 IMPROVING ARITHMETIC REASONING: HOW GOOD ARE THE OPTIMIZED PROMPTS?

We provide detailed performance comparisons on all datasets and LLMs we used in the experiment.
Averaging the performance will result in Figure [6] In most cases, using Prompt-OIRL consistently
achieves superior performance, especially when the number of training prompts is limited. Addi-
tionally, it is not surprising that in some cases, when the number of training prompts is sufficient, se-
lecting the best prompt during training, rather than seeking further optimization on held-out prompts
can be the best strategy.
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That said, we can also observe some fail cases of Prompt-OIRL, when the weaker LLMs are trying
to solve the most challenging tasks. In those cases, the difficulties mainly result from the inability
to accurately evaluate prompts — for more details, please refer to the following section.
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Figure 20: Prompting Success Rate on TigerBot-13B-Chat

F.2 REWARD MODELING: ACCURACY AND PRECISION.

Accuracy We present the accuracy of different methods on different models and datasets in Fig-
ure [21] - Figure 23] The performance of the learned reward model consistently achieves higher
prediction accuracy than using LLMs as critics. The prediction accuracy does not change much as a
function of the number of training prompts.
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Figure 21: Accuracy on GPT 3.5 Turbo
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Precision We present the precision of different methods on different models and datasets in Fig-
ure [24] - Figure 26 In most cases, using the learned reward model achieves significantly higher
precision than using LLMs, meaning there is a higher probability that the predicted well-performing
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Figure 23: Accuracy on TigerBot-13B-Chat
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prompt is able to get a correct answer — the basis of our choice of using precision as the metric.

However, the reward model suffers difficulty when predicting the performance of LLMs with lower
capabilities in arithmetic reasoning: when LLaMA-2-7B-Chat and the TigerBot-13B-Chat are fac-
ing the most challenging GSMS8K tasks, their answers to the queries will be wrong in most cases.
Achieving a high precision — in such cases — becomes more challenging. In this work, we set
hyper-parameters uniformly to enhance reproducibility and disclose the superiority of the proposed
method with minimal engineering optimization. Yet in practice, such an issue can potentially be

further alleviated through e.g., sub-sampling or re-balancing the training dataset.
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Figure 26: Precision on TigerBot-13B-Chat

G CASE STUDIES

G.1 OPTIMAL PROMPTING STRATEGY IS QUERY DEPENDENT

In this section, we provide case studies to demonstrate that expert-crafted prompting strategies are
verified and optimized on a statistical level, rather than an instance-wise level. There exist many
cases when some of those prompts work better than others on one query, but worse on another. We
now present results on the GSM8K dataset with GPT-3.5-turbo (v.2023.05).

WHEN NO-PROMPT IS THE BEST. CASE 1

Question: Shiela bought five cell phones for $150 each for a 3-month installment. A 2%
interest will be charged for each unit. How much will Shiela pay each month for 3 months?

Answer: A $150 x 2/100 = $((150%2/100=3))3 interest will be charged for each unit. So,
each cell phone costs $150 + $3 = $((150+3=153))153. The total amount to be paid for 5 cell
phones is $153 x 5 = $((153*5=765))765. Thus, Shiela will pay $765/3 = $((765/3=255))255
each month.

#HHE 255 (—endoftext—)

PROMPTED ANSWERS

No prompt: The total cost of the five cell phones is $150 x 5 = $((150*5=750))750. The
interest for each unit is $150 x 2/100 = $((150%2/100=3))3. So, the total interest for the five
units is $3 x 5 = $((3*5=15)) 15. Therefore, Shiela will pay $750 + $15 = $({(750+15=765))765
for the five cell phones. Hence, Shiela will pay $765/3 = $((765/3=255))255 each month for

3 months. Answer: .

CoT prompt: First, let’s calculate the total cost of the five cell phones. Since each phone
costs $150, the total cost would be 5 x $150 = $((5*150=750))750. Next, let’s calculate
the interest for each unit. The interest for each unit is 2% of $150, which is 0.02 x $150 =
$((0.02%150=3))3. Now, let’s calculate the total interest for all five units. The total interest
would be 5 x $3 = $((5*3=15))15. Finally, let’s calculate the total amount Shiela needs to pay
each month for 3 months. The total amount would be the cost of the phones plus the interest,
which is $750 + $15 = $((750+15=765))765. Therefore, Shiela needs to pay $765 each month
for 3 months.

APE prompt: First, let’s calculate the total cost of the five cell phones. Since each phone
costs $150, the total cost would be 5 x $150 = $((5*150=750))750. Next, let’s calculate
the interest for each unit. The interest for each unit is 2% of $150, which is 0.02 x $150 =
$((0.02*150=3))3. Now, let’s calculate the total interest for all five units. The total interest
would be 5 x $3 = $((5*3=15))15. Finally, let’s calculate the total amount Shiela needs to pay
each month for 3 months. The total amount would be the cost of the phones plus the interest,
which is $750 + $15 = $((750+15=765))765. Therefore, Shiela needs to pay $765 each month
for 3 months.
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ToT prompt: Expert 1: To find out how much Shiela will pay each month for 3 months, we
need to calculate the total cost of the cell phones first. Since she bought five cell phones for
$150 each, the total cost would be $150 x 5 = $750.

Expert 2: Now, let’s calculate the interest charged for each unit. Since the interest rate is 2%,
we can calculate the interest for each unit as $150 x 0.02 = $3.

Expert 3: Finally, to find out how much Shiela will pay each month for 3 months, we need to
divide the total cost by the number of months. So, Shiela will pay $750 / 3 = $250 each month
for 3 months.

WHEN NO-PROMPT IS THE BEST. CASE 2

Question: Mary is an avid gardener. Yesterday, she received 18 new potted plants from her
favorite plant nursery. She already has 2 potted plants on each of the 40 window ledges of her
large country home. Feeling generous, she has decided that she will give 1 potted plant from
each ledge to friends and family tomorrow. How many potted plants will Mary remain with?

Answer: Yesterday, before receiving the plants, Mary had 2#40 = ((2*40=380))80 potted plants
After receiving an additional 18 plants, she therefore had a total of 80 + 18 = ((80+18=98))98
potted plants Tomorrow, Mary’s plant giveaway will be 40 *1 = ((40*1=40))40 potted plants.
She will therefore remain with 98 - 40 = ((98-40=58))58 potted plants.

##H#H# 58 (—endoftext—)

PROMPTED ANSWERS

No prompt: Mary currently has 40 window ledges with 2 potted plants each, which totals 40
* 2 = ((40%2=80))80 potted plants. If she received 18 new potted plants, her total number of
potted plants will be 80 + 18 = ((80+18=98))98 potted plants. If she gives away 1 potted plant
from each ledge, she will give away 40 * 1 = ((40*1=40))40 potted plants. Therefore, Mary

will remain with 98 - 40 = ((98-40=58))58 potted plants. Answer: .

CoT prompt: Step 1: Calculate the total number of potted plants Mary currently has on her
window ledges. Mary has 2 potted plants on each of the 40 window ledges, so she has 2 * 40
= ((2*40=80))80 potted plants.

Step 2: Calculate the total number of potted plants Mary will give away. Mary plans to give
away 1 potted plant from each of the 40 window ledges, so she will give away 1 * 40 =
({1*40=40))40 potted plants.

Step 3: Calculate the number of potted plants Mary will remain with. Mary currently has
80 potted plants and plans to give away 40 potted plants, so she will remain with 80 - 40 =
({80-40=40))40 potted plants.

Therefore, Mary will remain with 40 potted plants.

APE prompt: Step 1: Calculate the total number of potted plants Mary currently has on her
window ledges. Mary has 2 potted plants on each of the 40 window ledges, so she has 2 * 40
= ((2*40=80))80 potted plants.

Step 2: Calculate the total number of potted plants Mary will give away. Mary plans to give
away 1 potted plant from each of the 40 window ledges, so she will give away 1 * 40 =
((1*40=40))40 potted plants.

Step 3: Calculate the number of potted plants Mary will remain with. Mary currently has
80 potted plants and plans to give away 40 potted plants, so she will remain with 80 - 40 =
((80-40=40))40 potted plants.

Therefore, Mary will remain with 40 potted plants.
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ToT prompt: Expert 1: First, let’s calculate the total number of potted plants that Mary cur-
rently has. She has 2 potted plants on each of the 40 window ledges, so that would be 2 x 40 =
80 potted plants.

Expert 2: Next, let’s calculate the number of potted plants that Mary will give away to friends
and family. Since she has decided to give away 1 potted plant from each ledge, she will give
away a total of 40 potted plants.

Expert 3: Finally, let’s calculate the number of potted plants that Mary will remain with. She
initially had 80 potted plants and gave away 40, so she will remain with 80 - 40 = 40 potted
plants.

WHEN NO-PROMPT IS THE BEST. CASE 3

Question:

Debra is monitoring a beehive to see how many bees come and go in a day. She sees 30 bees
leave the hive in the first 6 hours, and then she sees 1/2 that many bees return in the next 6
hours. She sees two times as many bees as she saw first leave the hive fly from the hive and
leave in the next 6 hours. Then every bee that left before that hadn’t already returned returns
to the hive in the next 6 hours. How many bees did Debra see return to the hive in the last 6
hours of the day?

Answer: Debra first sees 30 bees leave the hive, then sees 1/2 that many return, 30 x 1/2 =
((30*1/2=15))15 bees that return and 15 bees that are still away from the hive. Debra sees
twice as many bees as first left the hive—which was 30—fly from the hive in the next 6 hours,
30 x 2 = ((30*2=60))60 bees that leave the hive. In total, 30 + 60 = ((30+60=90))90 bees
left the hive. There were 90 bees total that left the hive - 15 bees that already returned =
({90-15=75))75 bees that return to the hive in the last 6 hours of the day.

#HH 75 (—endoftext—)

PROMPTED ANSWERS

No prompt: Debra saw 30/2 = ((30/2=15)) 15 bees return to the hive in the next 6 hours. Then
she saw 2*30 = ((2*30=60))60 bees leave the hive in the next 6 hours. So she saw 60+30 =
((60+30=90))90 bees leave the hive in total. Therefore, she saw 90-15 = ((90-15=75))75 bees

return to the hive in the last 6 hours of the day. Answer: .

CoT prompt: Step 1: Debra sees 30 bees leave the hive in the first 6 hours. Step 2: Debra sees
1/2 that many bees return in the next 6 hours, so she sees 30/2 = ((30/2=15))15 bees return.
Step 3: Debra sees two times as many bees as she saw leave the hive fly from the hive and
leave in the next 6 hours, so she sees 30*2 = ((30%2=60))60 bees leave. Step 4: Every bee that
left before that hadn’t already returned returns to the hive in the next 6 hours, so Debra sees

30+15 = ((30+15=45))45 bees return. Answer: .

APE prompt: Step 1: Debra saw 30 bees leave the hive in the first 6 hours. Step 2: In the
next 6 hours, she saw 1/2 that many bees return, so she saw 30/2 = ((30/2=15))15 bees return.
Step 3: She saw two times as many bees as she saw leave the hive in the first 6 hours leave in
the next 6 hours, so she saw 2 * 30 = ((2*30=60))60 bees leave. Step 4: In the last 6 hours,
every bee that left before that hadn’t already returned returns to the hive. Since 30 bees left in
the first 6 hours and 60 bees left in the next 6 hours, a total of 30 + 60 = ((30+60=90))90 bees
left before the last 6 hours. Step 5: Therefore, Debra saw 90 bees return to the hive in the last
6 hours of the day.

ToT prompt: Expert 1: First, let’s calculate how many bees returned to the hive in the second
6-hour period. We know that Debra saw 30 bees leave the hive in the first 6 hours. So, in the
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next 6 hours, she saw 1/2 of that number return. Therefore, she saw 30/2 = 15 bees return to
the hive in the second 6-hour period.

Expert 2: In the next 6-hour period, Debra saw two times as many bees leave the hive as she
saw in the first 6 hours. So, if she saw 30 bees leave in the first 6 hours, she saw 2 * 30 = 60
bees leave in the next 6 hours.

Expert 3: Now, let’s calculate how many bees returned to the hive in the last 6 hours of the
day. We know that every bee that left before that hadn’t already returned returns to the hive in
the next 6 hours. So, the total number of bees that returned in the last 6 hours is 30 + 15 + 60
= 105 bees.
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WHEN COT 1S THE BEST. CASE 1

Question: John runs 60 miles a week. He runs 3 days a week. He runs 3 hours the first day
and half as much the other two days he runs. How fast does he run?

Answer: He has 7-1=((7-1=6))6 possible running days. He runs half of those so he runs
6/2=((6/2=3))3 days. So for two days, he runs 3/2=((3/2=1.5))1.5 hours. So in total, he runs
3+1.5+1.5=((3+1.5+1.5=6))6 hours. So he runs 60/6=((60/6=10))10 mph.

#HH# 10(—endoftext—)

PROMPTED ANSWERS

No prompt: To find out how fast John runs, we need to divide the total distance he runs by the
total time he spends running.

First, let’s calculate the total distance John runs in a week. Since he runs 60 miles a week and
runs 3 days a week, he runs 60/3 = ((60/3=20))20 miles each day.

Next, let’s calculate the total time John spends running. On the first day, he runs for 3 hours,
and on the other two days, he runs for half as much, which is 3/2 = ((3/2=1.5))1.5 hours each
day. So the total time John spends running in a week is 3 + 1.5 + 1.5 = ((3+1.5+1.5=6))6
hours.

Finally, let’s calculate John’s speed by dividing the total distance he runs by the total time he
spends running: 20 miles / 6 hours = ((20/6=3.33))3.33 miles per hour.

Therefore, John runs at a speed of 3.33 miles per hour.

CoT prompt: Step 1: Calculate the total distance John runs in a week. John runs 60 miles a
week.

Step 2: Calculate the total number of hours John runs in a week. John runs 3 days a week. On
the first day, he runs 3 hours. On the other two days, he runs half as much, which is 3/2 = 1.5
hours. So, the total number of hours John runs in a week is 3 + 1.5 + 1.5 = 6 hours.

Step 3: Calculate John’s average speed. Average speed = Total distance / Total time Average
speed = 60 miles / 6 hours Average speed = 10 miles per hour

Therefore, John runs at an average speed of 10 miles per hour.

APE prompt: First, let’s find out how many miles John runs each day. Since he runs 60 miles
a week and runs 3 days a week, he runs 60/3 = ((60/3=20))20 miles each day. Next, let’s find
out how long John runs each day. We know that he runs 3 hours the first day and half as much
the other two days. So, the second and third days he runs 3/2 = ((3/2=1.5))1.5 hours each day.
Finally, let’s calculate John’s speed. We know that speed is equal to distance divided by time.
So, on the first day, his speed is 20 miles / 3 hours = ((20/3=6.67))6.67 miles per hour. On
the second and third days, his speed is 20 miles / 1.5 hours = ((20/1.5=13.33))13.33 miles per
hour. Therefore, John runs at a speed of 6.67 miles per hour on the first day and 13.33 miles
per hour on the second and third days.

ToT prompt: Expert 1: To find out how fast John runs, we need to calculate his average speed.
We know that he runs a total of 60 miles in a week, so we can divide that by the total number
of hours he runs to get his average speed.

Expert 2: John runs 3 days a week, with the first day being 3 hours and the other two days
being half as much. So, the total number of hours he runs in a week is 3 + (0.5 * 2) = 4 hours.

Expert 3: Now we can calculate John’s average speed by dividing the total distance he runs
(60 miles) by the total time he runs (4 hours). So, his average speed is 60 miles / 4 hours = 15
miles per hour.

Therefore, John runs at an average speed of 15 miles per hour.
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WHEN COT 1S THE BEST. CASE 2

Question: According to its nutritional info, a bag of chips has 250 calories per serving. If a 300g bag
has 5 servings, how many grams can you eat if your daily calorie target is 2000 and you have already
consumed 1800 calories?

Answer: If the total calorie target is 2000 and I have consumed 1800 calories then I have 2000-1800 =
((2000-1800=200))200 calories left to eat If each serving of chips has 250 calories and I only have 200
calories left to eat, then I can only eat 200/250 of a serving = 4/5 of a serving We also know that a 300g
bag of chips has 5 servings, hence each serving has 300g/5 = ((300/5=60))60 grams If I can only eat 4/5
of a serving, then I can eat only 60g * 4/5 = 240g/5 = 48 grams

#i### 48 (—endoftext—)

PROMPTED ANSWERS

No prompt: To find out how many grams of chips you can eat, you need to calculate the remaining
calories you can consume and then convert it to grams. First, calculate the remaining calories you can
consume: Daily calorie target - Consumed calories = Remaining calories 2000 calories - 1800 calories =
200 calories Next, calculate the remaining servings of chips you can eat: Remaining calories + Calories
per serving = Remaining servings 200 calories <+ 250 calories per serving = 0.8 servings Finally, calculate
the remaining grams of chips you can eat: Remaining servings x Grams per serving = Remaining grams
0.8 servings x 300 grams per serving = 240 grams

Therefore, you can eat 240 grams of chips if your daily calorie target is 2000 and you have already
consumed 1800 calories.

CoT prompt: Step 1: Calculate the total number of calories in the bag of chips. Since the bag has 5
servings and each serving has 250 calories, the total number of calories in the bag is 5 servings * 250
calories/serving = 1250 calories.

Step 2: Calculate the remaining number of calories you can consume. If your daily calorie target is 2000
and you have already consumed 1800 calories, then you have 2000 - 1800 = 200 calories remaining.

Step 3: Calculate the maximum number of grams you can eat from the bag of chips. To calculate the
maximum number of grams you can eat, you need to find out how many calories are in 1 gram of chips.
Divide the total number of calories in the bag (1250 calories) by the weight of the bag (300 grams) to
find the calories per gram: 1250 calories / 300 grams = 4.17 calories/gram.

Now, divide the remaining number of calories (200 calories) by the calories per gram (4.17 calories/gram)
to find the maximum number of grams you can eat: 200 calories / 4.17 calories/gram = 48 grams.

Therefore, you can eat a maximum of 48 grams of chips from the bag.

APE prompt: First, we need to calculate the total number of calories in the bag of chips. Since there are
5 servings in a 300g bag and each serving has 250 calories, the total number of calories in the bag is 5
servings * 250 calories/serving = 1250 calories.

Next, we need to calculate how many calories you have left to consume for the day. If your daily calorie
target is 2000 and you have already consumed 1800 calories, then you have 2000 - 1800 = 200 calories
left to consume.

To determine how many grams of chips you can eat, we need to find out how many servings of chips
equal 200 calories. Since each serving has 250 calories, we can calculate this by dividing 200 calories by
250 calories/serving: 200 calories / 250 calories/serving = 0.8 servings.

Finally, we can calculate the grams of chips you can eat by multiplying the number of servings by the
serving size. Since each serving is 300g, we can calculate this by multiplying 0.8 servings by 300g/serv-
ing: 0.8 servings * 300g/serving = 240g.

Therefore, you can eat 240 grams of chips if your daily calorie target is 2000 and you have already
consumed 1800 calories.

ToT prompt: Expert 1: Let’s start by calculating the total calories in the bag of chips. Since there are 5
servings in a 300g bag, and each serving has 250 calories, the total calories in the bag would be 5 servings
* 250 calories per serving = 1250 calories.
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Expert 2: Now, let’s calculate the remaining calories you can consume based on your daily calorie target.
If your daily calorie target is 2000 and you have already consumed 1800 calories, then you have 2000 -
1800 = 200 calories left.

Expert 3: To determine how many grams of chips you can eat, we need to find out how many calories are
in 1 gram of chips. Since the bag has 1250 calories and weighs 300g, we can calculate the calories per
gram by dividing the total calories by the weight: 1250 calories / 300g = 4.17 calories per gram.

Expert 1: Finally, to find out how many grams of chips you can eat, we divide the remaining calories
(200) by the calories per gram (4.17): 200 calories / 4.17 calories per gram = 47.94 grams.

Expert 2: Therefore, you can eat approximately 47.94 grams of chips if your daily calorie target is 2000
and you have already consumed 1800 calories.

WHEN COT IS THE BEST. CASE 3
Question: Jean is two years older than Mark. Two years ago Mark was 5 years older than half Jan’s age.
If Jan is 30 how old is Jean?

Answer: 2 years ago Jan was 30-2=((30-2=28))28 years old So Marks age two years ago
was 5+28/2=((5+28/2=19))19 years old Mark is now 19+2=((19+2=21))21 years old So Jean is
2142=((21+2=23))23 years old

##H#H# 23 (—endoftext—)

PROMPTED ANSWERS

No prompt: Jean is 32 years old.

CoT prompt: First, let’s find out how old Mark is. We know that Jean is two years older than Mark, so
if we let Mark’s age be x, then Jean’s age would be x + 2.

Two years ago, Mark was 5 years older than half of Jan’s age. Two years ago, Jan would have been 30 -
2 =28 years old. Half of Jan’s age two years ago would be 28/2 = 14 years old.

So, two years ago, Mark was 5 years older than 14, which means Mark’s age two years ago was 14 + 5 =
19 years old.

If Mark’s age two years ago was 19, then his current age would be 19 + 2 = 21 years old.
Since Jean is two years older than Mark, Jean’s age would be 21 + 2 = 23 years old.
Therefore, Jean is 23 years old.

APE prompt: If Jan is 30 years old, then two years ago she would have been 28 years old. If Mark was
5 years older than half of Jan’s age two years ago, then half of Jan’s age two years ago would have been
23 years old. If Mark was 5 years older than half of Jan’s age two years ago, then Mark would have been
28 + 5 = 33 years old two years ago. If Jean is two years older than Mark, then Jean would have been 33
+ 2 =35 years old two years ago. If Jean was 35 years old two years ago, then Jean is currently 35 + 2 =
37 years old.

ToT prompt: Expert 1: Let’s start by finding Mark’s age. If two years ago Mark was 5 years older than
half of Jan’s age, then we can subtract 5 from Mark’s age two years ago to find half of Jan’s age two years
ago.

Expert 2: If Mark was 5 years older than half of Jan’s age two years ago, then half of Jan’s age two years
ago would be Mark’s age minus 5.

Expert 3: If half of Jan’s age two years ago was Mark’s age minus 5, then we can add 5 to half of Jan’s
age two years ago to find Mark’s age two years ago.

Expert 1: Now that we know Mark’s age two years ago, we can add 2 to find his current age.
Expert 2: Since Jean is two years older than Mark, we can add 2 to Mark’s current age to find Jean’s age.

Expert 3: Therefore, if Jan is 30 years old, Jean would be 32 years old.
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WHEN APE 1S THE BEST. CASE 1

Question:

Blake and Kelly are having a contest to see who can run the most in 15 minutes. They decide to do it
on a football field that is 100 yards long. Blake runs back and forth 15 times. Kelly runs back and forth
once, and then decides that she doesn’t want to run next to Blake, so she starts to run to the 40-yard line
and back. She does this 34 times. How much farther does the winner run than the loser?

Answer: Blake runs 200 yards for each back and forth because 100 x 2 = 200 He runs 3000 yards
in total because 200 x 15 = ((200%15=3000))3000 Kelly runs 200 yards at first because 100 x 2 =
((100%2=200))200 She runs 80 yards each time she does a back and forth to the 40-yard line because 40
X 2 = ((40*2=80))80 She runs 2720 from these back and forth because 34 x 80 = ((34%*80=2720))2720
She runs 2920 in total because 2720 + 200 = ((2720+200=2920))2920 Blake won because 3000 )2920
The winner ran 80 yards more than the loser because 3000 - 2920 = ((3000-2920=80) )80

###H# 80 (—endoftext—)

PROMPTED ANSWERS

No prompt: To find out how far Blake runs, we need to multiply the number of times he runs back and
forth by the length of the football field: 15 times * 100 yards/time = ((15*100=1500)) 1500 yards To find
out how far Kelly runs, we need to multiply the number of times she runs back and forth by the length
of the football field: 34 times * 40 yards/time = ((34*40=1360))1360 yards The difference in distance is

1500 yards - 1360 yards = ({1500-1360=140))140 yards. Answer: [ 140 |

CoT prompt: Step 1: Calculate the total distance Blake runs. Blake runs back and forth 15 times, so he
runs a total of 15 * 100 = ((15*100=1500)) 1500 yards.

Step 2: Calculate the total distance Kelly runs. Kelly runs back and forth once, so she runs a total of
1 * 100 = ((1*100=100))100 yards. Then she runs to the 40-yard line and back 34 times, so she runs
an additional 34 * 80 = ((34*80=2720))2720 yards. Therefore, Kelly runs a total of 100 + 2720 =
({100+2720=2820))2820 yards.

Step 3: Calculate the difference in distance between the winner and the loser. The winner runs 2820 -
1500 = ({2820-1500=1320)) 1320 yards farther than the loser.

APE prompt: First, let’s calculate how far Blake runs in total. Since he runs back and forth 15 times,
and the football field is 100 yards long, Blake runs a total of 15 * 2 * 100 = 3000 yards.

Next, let’s calculate how far Kelly runs in total. She runs back and forth once, which is a total of 2 * 100
= 200 yards. Then she runs to the 40-yard line and back 34 times, which is a total of 34 * 2 * 40 = 2720
yards. So Kelly runs a total of 200 + 2720 = 2920 yards.

Finally, let’s calculate the difference in distance between the winner and the loser. The winner, in this
case, is Blake, who runs 3000 yards. The loser is Kelly, who runs 2920 yards. Therefore, the difference
in distance is 3000 - 2920 = 80 yards.

So the winner runs 80 yards farther than the loser.

ToT prompt: Expert 1: To find out how much farther the winner runs than the loser, we need to calculate
the total distance each person runs. Let’s start by calculating the distance Blake runs.

Expert 2: Blake runs back and forth 15 times on a 100-yard football field. So, the total distance Blake
runs is 15 times the length of the field, which is 15 * 100 = 1500 yards.

Expert 3: Now let’s calculate the distance Kelly runs. Kelly runs back and forth once on the football
field, which is a total distance of 2 * 100 = 200 yards. Then she runs to the 40-yard line and back 34
times, which is a total distance of 34 * 2 * 40 = 2720 yards.

Expert 1: So, the total distance Kelly runs is 200 + 2720 = 2920 yards.

Expert 2: To find out how much farther the winner runs than the loser, we subtract the total distance Blake
runs from the total distance Kelly runs. Therefore, the winner runs 2920 - 1500 = 1420 yards farther than
the loser.
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WHEN APE 1S THE BEST. CASE 2

Question: James is counting his Pokemon cards. He has 30 fire type, 20 grass type, and 40 water type.
If he loses 8 of the water type and buys 14 grass type, what’s the percentage chance (rounded to the
nearest integer) that a randomly picked card will be a water type?

Answer: First find the final number of grass type Pokemon: 20 grass type + 14 grass type =
((20+14=34))34 grass type Then find the final number of water type Pokemon: 40 water type - 8 water
type = ((40-8=32))32 water type Then add the number of each type of Pokemon to find the total number:
34 Pokemon + 32 Pokemon + 30 Pokemon = ((34+32+30=96))96 Pokemon Then divide the number of
water type Pokemon by the total number of Pokemon and multiply by 100% to express the answer as a
percentage: 32 water type / 96 Pokemon * 100% = 33.333...%, which rounds down to 33%

##H#H# 33 (—endoftext—)

PROMPTED ANSWERS

No prompt: The total number of water type cards after losing 8 and buying 14 is 40 - 8 + 14 = 46. The
total number of cards is 30 + 46 + 20 = 96. The percentage chance of picking a water type card is (46/96)
*100 =47.92%. Rounded to the nearest integer, the percentage chance is 48%.

CoT prompt: First, let’s calculate the total number of water type cards James has after losing 8 and
buying 14. He initially had 40 water type cards. After losing 8, he will have 40 - 8 = 32 water type cards.
After buying 14 grass type cards, the number of water type cards remains the same at 32. Now, let’s
calculate the total number of cards James has after losing 8 water type cards and buying 14 grass type
cards. He initially had 30 fire type cards, 20 grass type cards, and 40 water type cards. After losing 8
water type cards, he will have 30 + 20 + 32 = 82 cards. The percentage chance of picking a water type
card is (32 / 82) * 100 = 39.02%.

Rounded to the nearest integer, the percentage chance is 39%.

APE prompt: First, let’s calculate the total number of water type cards James has after losing 8 and
buying 14. He initially had 40 water type cards, so after losing 8, he has 40 - 8 = 32 water type cards.
After buying 14 grass type cards, the total number of water type cards remains the same at 32.

Next, let’s calculate the total number of cards James has after losing 8 water type cards and buying 14
grass type cards. He initially had 30 fire type cards, 20 grass type cards, and 40 water type cards, so the
total number of cards is 30 + 20 + 40 = 90 cards. After losing 8 water type cards and buying 14 grass
type cards, the total number of cards becomes 90 - 8 + 14 = 96 cards.

Finally, let’s calculate the percentage chance of picking a water type card. The percentage chance is
calculated by dividing the number of water type cards by the total number of cards and multiplying
by 100. So, the percentage chance is (32 / 96) * 100 = 33.33%. Rounded to the nearest integer, the
percentage chance is 33%.

Therefore, the percentage chance that a randomly picked card will be a water type is 33%.

ToT prompt: Expert 1: To find the percentage chance of picking a water type card, we need to calculate
the total number of water type cards after James loses 8 and buys 14 grass type cards.

Expert 2: James initially has 40 water type cards. After losing 8 and buying 14 grass type cards, he will
have 40 - 8 + 14 = 46 water type cards.

Expert 3: To find the percentage chance, we need to divide the number of water type cards by the total
number of cards and multiply by 100. The total number of cards is 30 + 46 + 20 = 96. So the percentage
chance of picking a water type card is (46 / 96) * 100 = 47.92%.

Final answer: The percentage chance (rounded to the nearest integer) of picking a water type card is 48%.
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WHEN APE 1S THE BEST. CASE 3

Question: Steve decides to start eating more tomatoes and decides to grows his own cherry
tomatoes. He eats twice as much as his girlfriend. He eats 6 per day. If a vine can produce 3
tomatoes per week how many vines does he need?

Answer: His girlfriend eats 6/2=((6/2=3))3 tomatoes per day So together they eat
6+3=((6+3=9))9 tomatoes a day That means they eat 9*7=((9*7=63))63 tomatoes a day So
he needs 63/3=((63/3=21))21 tomato vines

####H# 21 (—endoftext—)

PROMPTED ANSWERS

No prompt: To determine how many vines Steve needs, we need to calculate the number of
tomatoes he eats in a week. Since he eats 6 tomatoes per day, he eats 6 * 7 = ((6*7=42))42
tomatoes in a week. Since each vine can produce 3 tomatoes per week, Steve needs 42 / 3 =
((42/3=14)) 14 vines.

CoT prompt: 1. Steve eats 6 cherry tomatoes per day. 2. His girlfriend eats half as much
as Steve, so she eats 6/2 = 3 cherry tomatoes per day. 3. Together, they eat 6 + 3 = 9 cherry
tomatoes per day. 4. A vine can produce 3 cherry tomatoes per week. 5. To meet their daily
consumption, Steve needs 9 cherry tomatoes per day. 6. Therefore, he needs 9/3 = 3 vines to
meet their daily consumption.

APE prompt: First, we need to determine how many tomatoes Steve’s girlfriend eats per day.
Since Steve eats twice as much as his girlfriend, we can divide his daily consumption by 2: 6
tomatoes / 2 = 3 tomatoes per day.

Next, we need to determine how many tomatoes Steve and his girlfriend eat together per day:
6 tomatoes + 3 tomatoes = 9 tomatoes per day.

Now, we need to determine how many tomatoes Steve and his girlfriend eat together per week:
9 tomatoes per day * 7 days = 63 tomatoes per week.

Finally, we need to determine how many vines Steve needs to grow in order to produce 63
tomatoes per week. Since each vine produces 3 tomatoes per week, we can divide the total
number of tomatoes needed by the number of tomatoes produced per vine: 63 tomatoes / 3
tomatoes per vine = 21 vines.

Therefore, Steve needs to grow 21 vines in order to produce enough cherry tomatoes for his
increased consumption.

ToT prompt: Expert 1: To determine how many vines Steve needs, we first need to find out
how many tomatoes he eats in a week. Since he eats 6 tomatoes per day, he eats a total of 6 *
7 = 42 tomatoes in a week.

Expert 2: Now, let’s calculate how many tomatoes a single vine can produce in a week. If
a vine produces 3 tomatoes per week, then Steve would need 42 / 3 = 14 vines to meet his
weekly tomato consumption.

Expert 3: However, since Steve wants to grow cherry tomatoes, which are smaller than reg-
ular tomatoes, he might need more vines to produce the same amount. Let’s assume that
cherry tomatoes are half the size of regular tomatoes. In that case, Steve would need double
the number of vines, so he would need 14 * 2 = 28 vines to meet his weekly cherry tomato
consumption.
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WHEN TOT 1S THE BEST. CASE 1

Question:

Candice put 80 post-it notes in her purse before she headed out to her job at the coffee shop. On her way,
she stopped off at the store and purchased a package of Post-it notes; At work, she placed a single Post-it
note on each of 220 different cups of coffee. If she had 23 post-it notes remaining overall, how many
Post-it notes were in the package that she purchased?

Answer: Let’s let x be the number of post-it notes in the package that Candice purchased. Then, the
total number of post-it notes she had when she left the store was 80+x. And if she used 220 Post-it notes
at work and had 23 left, then 80+x=220+23 Subtracting 80 from each side of the equation, we see that
x=220+23-80=((220+23-80=163)) 163 Post-it notes.

##HH 163 (—endoftext—)

PROMPTED ANSWERS

No prompt: Let’s break down the information given: Candice started with 80 post-it notes in her purse.
She placed a single post-it note on each of 220 cups of coffee. She had 23 post-it notes remaining overall.
To find out how many post-it notes were in the package she purchased, we need to subtract the number
of post-it notes she had remaining from the total number of post-it notes she started with and placed on
the cups of coffee. Total post-it notes = Starting post-it notes + Post-it notes placed on cups of coffee -
Post-it notes remaining Total post-it notes = 80 + 220 - 23 Total post-it notes = 300

Therefore, there were 300 post-it notes in the package that Candice purchased.

CoT prompt: Step 1: Calculate the total number of post-it notes Candice had before purchasing the
package. Candice had 80 post-it notes in her purse.

Step 2: Calculate the total number of post-it notes Candice used at work. Candice placed a single post-it
note on each of 220 different cups of coffee.

Step 3: Calculate the total number of post-it notes Candice had remaining after work. Candice had 23
post-it notes remaining overall.

Step 4: Calculate the total number of post-it notes Candice had before purchasing the package. Total
post-it notes before purchasing = post-it notes in purse + post-it notes remaining after work Total post-it
notes before purchasing = 80 + 23

Step 5: Calculate the number of post-it notes in the package that Candice purchased. Number of post-it
notes in the package = Total post-it notes before purchasing - post-it notes used at work Number of post-it
notes in the package = (80 + 23) - 220

Step 6: Calculate the final answer. Number of post-it notes in the package = 103 - 220 Number of post-it
notes in the package = -117

Therefore, Candice did not purchase any post-it notes.

APE prompt: First, we need to determine how many post-it notes Candice had before she purchased the
package. We know she started with 80 post-it notes and had 23 remaining, so she used 80 - 23 = ((80-
23=57))57 post-it notes at work. Next, we need to determine how many post-it notes were in the package
she purchased. We can do this by subtracting the number of post-it notes she had before purchasing the
package from the total number of post-it notes she used at work: 57 - 80 = ((57-80=-23))-23. Since we
can’t have a negative number of post-it notes, there must have been an error in our calculations. Let’s
try again. If Candice had 80 post-it notes before purchasing the package and used 57 at work, then she
must have had 80 - 57 = ((80-57=23))23 post-it notes remaining. Since we know she had 23 post-it notes
remaining overall, this means she used all the post-it notes she purchased at work. Therefore, the package
she purchased must have contained 220 - 23 = ((220-23=197))197 post-it notes.

ToT prompt: Expert 1: Let’s start by figuring out how many post-it notes Candice had before she
purchased the package. She initially had 80 post-it notes in her purse.

Expert 2: Next, we need to subtract the number of post-it notes she used at work. She placed a single
post-it note on each of the 220 cups of coffee. So, she used 220 post-it notes at work.
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Expert 3: Now, we can calculate the total number of post-it notes Candice had remaining. We subtract
the number of post-it notes used at work (220) from the initial number of post-it notes (80). This gives
us 80 - 220 = -140.

Expert 1: Since Candice had 23 post-it notes remaining overall, we can set up an equation to find the
number of post-it notes in the package she purchased. Let’s call the number of post-it notes in the package
”x”. We can write the equation as -140 + x = 23.

Expert 2: To solve for x, we need to isolate it on one side of the equation. We can do this by adding 140
to both sides of the equation. This gives us x =23 + 140 = 163.

Expert 3: Therefore, the number of post-it notes in the package that Candice purchased is 163.

WHEN TOT 1S THE BEST. CASE 2

Question: Christina is planning a birthday party and needs .75 gift bags per invited guest, because 1/4 of
attendees don’t show up. She invited 16 friends. Gift bags are $2 each. How much will she spend?

Answer: She needs 12 gift bags because 16 x .75 = ((16*.75=12))12 She will spend $24 because 12 x 2
= ((12%2=24))24

##H#H# 24 (—endoftext—)

PROMPTED ANSWERS

No prompt: Christina invited 16 friends, but 1/4 of them won’t show up, so 16 * 1/4 = ((16*1/4=4))4
friends won’t attend. So the number of guests who will attend is 16 - 4 = ((16-4=12))12 guests. She
needs .75 gift bags per guest, so she will need 12 * .75 = ((12*.75=9))9 gift bags. Each gift bag costs

$2, so she will spend 9 * $2 = $((9*2=18))18. Answer: .

CoT prompt: Step 1: Calculate the number of guests who will actually attend the party. Since 1/4 of the
invited guests don’t show up, we need to subtract 1/4 of the total number of guests from the total number
of guests invited. 1/4 of 16 guests is (1/4) * 16 = 4 guests. So, the number of guests who will actually
attend the party is 16 - 4 = 12 guests.

Step 2: Calculate the number of gift bags needed. Since Christina needs 0.75 gift bags per guest, we can
multiply the number of guests by 0.75 to find the total number of gift bags needed. 0.75 * 12 guests = 9
gift bags.

Step 3: Calculate the total cost of the gift bags. Since each gift bag costs $2, we can multiply the number
of gift bags by the cost per gift bag to find the total cost. 9 gift bags * $2/gift bag = $18.

Therefore, Christina will spend $18 on gift bags for the birthday party.

APE prompt: First, we need to calculate how many guests will actually show up. We know that 1/4 of
the invited guests won’t attend, so we can calculate this by multiplying the number of invited guests by
3/4: 16 guests * 3/4 = 12 guests.

Next, we need to calculate how many gift bags Christina will need. We know that she needs 0.75 gift
bags per guest, so we can calculate this by multiplying the number of guests by 0.75: 12 guests * 0.75
gift bags = 9 gift bags.

Finally, we can calculate the total cost of the gift bags. We know that each gift bag costs $2, so we can
calculate this by multiplying the number of gift bags by the cost per gift bag: 9 gift bags * $2/gift bag =
$18.

Therefore, Christina will spend $18 on gift bags for her birthday party.

ToT prompt: Expert 1: To find out how many gift bags Christina needs, I’'ll multiply the number of
invited guests by 0.75 since 1/4 of attendees won’t show up. Expert 2: So, if Christina invited 16 friends,
we’ll multiply 16 by 0.75 to get the number of gift bags needed. Expert 3: That means Christina needs
12 gift bags. To find out how much she will spend, I’ll multiply the number of gift bags by the cost per
bag, which is $2. Expert 1: So, Christina will spend 12 gift bags multiplied by $2 per bag, which equals
$24 in total.
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WHEN TOT 1S THE BEST. CASE 3

Question:

Julia was preparing for a dinner party at her house, where she intended to serve stew. She noticed that
she was out of plastic spoons, so she bought a new package of spoons. Later, her husband also bought a
package of 5 new spoons and gave them to Julia. While Julia was making the stew, she used three of the
spoons to sample her stew. Later, when she went to set the table, she had a total of 12 spoons. How many
spoons were in the package that Julia bought?

Answer: The total number of spoons from Julia and her husband was 12+3=((12+3=15))15 spoons.
Since the husband bought a package of five spoons, then Julia’s package contained 15-5=((15-5=10))10
spoons.

##HH 10(—endoftext—)

PROMPTED ANSWERS

No prompt: To find the number of spoons in the package that Julia bought, we need to subtract the
spoons that Julia used and the spoons that her husband bought from the total number of spoons on the
table.

Julia used 3 spoons to sample her stew. Her husband bought 5 spoons. So, the total number of spoons
usedis 3 +5=8.

If there were 12 spoons on the table, and 8 of them were used, then the number of spoons in the package
that Julia bought is 12 - 8 = 4.

CoT prompt: 1. Julia bought a new package of spoons. 2. Her husband also bought a package of 5 new
spoons and gave them to Julia. 3. Julia used three of the spoons to sample her stew. 4. When she went to
set the table, she had a total of 12 spoons.

To find out how many spoons were in the package that Julia bought, we need to subtract the spoons used
for sampling and the spoons given by her husband from the total number of spoons on the table.

Let’s denote the number of spoons in the package Julia bought as ”’x”.
So, the equation becomes: x -3 -5=12

Simplifying the equation: x - 8 = 12

Adding 8 to both sides of the equation: x =20

Therefore, there were 20 spoons in the package that Julia bought.

APE prompt: 1. Julia bought a new package of spoons. 2. Her husband also bought a package of 5 new
spoons and gave them to Julia. 3. Julia used 3 spoons to sample her stew. 4. Julia had a total of 12 spoons
when she went to set the table.

To find out how many spoons were in the package that Julia bought, we can subtract the spoons used for
sampling and the spoons given by her husband from the total number of spoons she had.

Total spoons - spoons used for sampling - spoons given by husband = spoons in the package Julia bought
12 - 3 - 5 = spoons in the package Julia bought
Therefore, there were 4 spoons in the package that Julia bought.

ToT prompt: Expert 1: Let’s start by setting up an equation to represent the given information. Let’s
say the number of spoons Julia bought is x. Her husband bought 5 spoons, so the total number of spoons
they have is x + 5. Julia used 3 spoons to sample the stew, so the number of spoons left is (x + 5) - 3.

Expert 2: We know that Julia had a total of 12 spoons left after setting the table. So we can set up the
equation (x + 5) - 3 = 12.

Expert 3: Simplifying the equation, we have x + 2 = 12. To isolate x, we subtract 2 from both sides of
the equation. This gives us x = 10.

Expert 1: Therefore, Julia bought a package of 10 spoons.
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G.2 EXPERT-CRAFTED PROMPTS CAN ALL FAIL

In this section, we show the cases when all expert-crafted prompts could fail. In some of those
cases, optimizing prompt through Prompt-OIRL can lead to prompting strategies that are able to
get the correct response. Examples below are from the GSMS8K dataset and using GPT-3.5-turbo
(v.2023.05) as the LLM.

PROMPT-OIRL DISCOVERS BETTER PROMPTS. CASE 1

Question: Jamal’s phone can hold 6 times more photographs than can Brittany’s phone. The maximum
number of photographs that Brittany’s phone can hold is 50 times more than the number of birds in
Jamal’s photograph of the ducks at the zoo. If Jamal’s phone can hold 1800 photographs, how many
ducks can be seen in Jamal’s photograph of ducks at the zoo?

Answer: Since Jamal’s phone can hold 1800 photos, which is 6 times more than Brittany’s phone can
hold, Brittany’s phone can hold 1800/6=((1800/6=300))300 photographs. Since Brittany’s phone can
hold 50 times more photos than the number of birds in Jamal’s photograph, then 300/50=6 ducks can be
seen in Jamal’s photograph of ducks at the zoo.

#### 6 (—endoftext—)

EXPERT-CRAFTED PROMPTS AND ANSWERS

No prompt: To find the number of ducks in Jamal’s photograph, we need to first find the maximum
number of photographs that Brittany’s phone can hold. We know that Jamal’s phone can hold 1800
photographs, so Brittany’s phone can hold 1800 * 6 = ((1800*6=10800))10800 photographs. We also
know that the maximum number of photographs that Brittany’s phone can hold is 50 times more than
the number of birds in Jamal’s photograph of the ducks at the zoo. So, the number of birds in Jamal’s

photograph is 10800 / 50 = ((10800/50=216))216. Answer: [ 216 |

CoT prompt: Step 1: Let’s find out how many photographs Brittany’s phone can hold. Since Jamal’s
phone can hold 1800 photographs, and Brittany’s phone can hold 6 times more photographs, we can
calculate that Brittany’s phone can hold 1800 * 6 = ((1800*6=10800)) 10800 photographs.

Step 2: Let’s find out how many birds are in Jamal’s photograph of the ducks at the zoo. Since Brittany’s
phone can hold 50 times more photographs than the number of birds in Jamal’s photograph, we can
calculate that the number of birds in Jamal’s photograph is 10800 / 50 = ((10800/50=216))216.

Therefore, there are 216 ducks in Jamal’s photograph of ducks at the zoo.

APE prompt: First, let’s find out how many photographs Brittany’s phone can hold. We know that
Jamal’s phone can hold 1800 photographs, so Brittany’s phone can hold 6 times more photographs,
which is 1800 * 6 = ((1800%6=10800)) 10800 photographs.

Next, we are told that the maximum number of photographs Brittany’s phone can hold is 50 times more
than the number of birds in Jamal’s photograph of the ducks at the zoo. Let’s call the number of birds in
Jamal’s photograph ”x”. This means that 10800 = 50x.

To find the value of x, we can divide both sides of the equation by 50: x = 10800 / 50 =
((10800/50=216))216.

Therefore, there are 216 ducks in Jamal’s photograph of the ducks at the zoo.

ToT prompt: Expert 1: Let’s start by finding out how many photographs Brittany’s phone can hold. We
know that Jamal’s phone can hold 1800 photographs, so Brittany’s phone can hold 6 times more, which
means it can hold 1800 * 6 = 10,800 photographs.

Expert 2: Now, we need to figure out the number of birds in Jamal’s photograph of the ducks at the zoo.
We are told that the maximum number of photographs Brittany’s phone can hold is 50 times more than
the number of birds in Jamal’s photograph. So, the number of birds in Jamal’s photograph is 10,800 / 50
=216.

Expert 3: Therefore, there are 216 ducks in Jamal’s photograph of the ducks at the zoo.
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PROMPT-OIRL DISCOVERED SUCCESSFUL PROMPTS AND ANSWERS

Prompt-OIRL Discovered Prompt 1: Let’s break this down into manageable steps to fully understand
the problem:

Prompted Answer: 1. Jamal’s phone can hold 6 times more photographs than Brittany’s phone. 2. The
maximum number of photographs that Brittany’s phone can hold is 50 times more than the number of
birds in Jamal’s photograph of the ducks at the zoo. 3. Jamal’s phone can hold 1800 photographs. 4. We
need to find the number of ducks in Jamal’s photograph.

To find the number of ducks in Jamal’s photograph, we need to find the number of birds in the photograph
and then divide it by 50.

Let’s assume the number of birds in Jamal’s photograph is x.

According to the problem, Brittany’s phone can hold 50 times more photographs than the number of birds
in Jamal’s photograph. So, Brittany’s phone can hold 50x photographs.

Since Jamal’s phone can hold 6 times more photographs than Brittany’s phone, we can set up the equation:
1800 = 6 * 50x

Simplifying the equation:

1800 = 300x
Dividing both sides by 300:
x=6

Therefore, there are 6 ducks in Jamal’s photograph.

Prompt-OIRL Discovered Prompt 2: Three wise philosophers are debating this question, each con-
tributing a different aspect of the answer. Let’s follow their discourse:

Prompted Answer: Philosopher 1: Let’s call the number of birds in Jamal’s photograph of ducks at the
zoo ”’x”. According to the information given, Brittany’s phone can hold 50 times more photographs than
the number of birds in Jamal’s photograph. So, the maximum number of photographs Brittany’s phone
can hold is 50x.

Philosopher 2: We also know that Jamal’s phone can hold 6 times more photographs than Brittany’s
phone. So, if Brittany’s phone can hold 50x photographs, then Jamal’s phone can hold 6 times that
amount, which is 6 * 50x = 300x.

Philosopher 3: We are given that Jamal’s phone can hold 1800 photographs. So, we can set up the
equation 300x = 1800 to find the value of x.

Solving the equation, we find that x = 1800 / 300 = 6.

Therefore, there are 6 ducks in Jamal’s photograph of ducks at the zoo.

PROMPT-OIRL DISCOVERS BETTER PROMPTS. CASE 2

Question: Adrien’s total salary was 30 percent higher than Lylah’s. Four years later, his salary had
increased, and he was earning 40% more than what he was making four years ago. If Adrien’s and
Lylah’s salary increased simultaneously, and Adrien earned $40000 four years ago, calculate the total
salary the two were receiving four years later?

Answer: Since Adrien was earning $40000 four years ago and received a raise that makes him earn
40% more, he received a 40/100*$40000 = $((40/100*40000=16000))16000 raise. In total, four years
later, Adrien’s salary is $40000+$16000 = $56000 If four years ago Adrien was earning $40000, and
Lylah’s salary was 30% less, then Lylah’s salary was 30/100*$40000= $12000 less than Adrien’s salary
four years ago. Four years ago, Lylah was earning $40000-$12000 =$28000 After receiving a 40% raise,
Lylah earns 40/100%$28000 = $((40/100%28000=11200)) 11200 In total, four years later, Lylah earns
$28000+$11200= $((28000+11200=39200))39200. The total amount of salary the two earn four years
later is $39200+$56000 = $({39200+56000=95200))95200

#H#H# 95200(—endoftext—)
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EXPERT-CRAFTED PROMPTS AND ANSWERS

No prompt: Adrien’s salary four years ago was $40000, and since he was earning 40% more four
years later, he was earning 40/100%*$40000 = $((40000*40/100=16000)) 16000 more. The total amount
of money Adrien was earning four years later is $40000+$16000 = $((40000+16000=56000))56000
Since Adrien’s salary was 30 percent higher than Lylah’s, Lylah was earning 30/100*$40000 =
$((30/100*40000=12000)) 12000 less than Adrien four years ago. The total amount of money Lylah was
earning four years ago is $40000-$12000 = $((40000-12000=28000))28000 Four years later, Lylah’s
salary increased by 40/100*$40000 = $((40/100*40000=16000))16000 The total amount of money Ly-
lah was earning four years later is $28000+$16000 = $((28000+16000=44000))44000 Together, the two

were earning $44000+$56000 = $((44000+56000=100000))100000 four years later. Answer: | 100000 |

CoT prompt: First, we need to find out how much Adrien was earning four years ago. We are told that
Adrien’s salary four years ago was $40000.

Next, we need to calculate how much Adrien’s salary increased by. We are told that his salary increased
by 40% from what he was making four years ago. To find the increase, we multiply his salary four years
ago by 40/100: $40000 * 40/100 = $16000.

To find out how much Adrien is currently earning, we add the increase to his salary four years ago:
$40000 + $16000 = $56000.

Now, we need to find out how much Lylah was earning four years ago. We are told that Adrien’s salary
was 30% higher than Lylah’s. To find Lylah’s salary, we divide Adrien’s salary four years ago by 1.3
(since 100% + 30% = 130% = 1.3): $40000 / 1.3 = $30769.23 (rounded to the nearest cent).

Next, we need to calculate how much Lylah’s salary increased by. We are told that Adrien’s and Lylah’s
salary increased simultaneously. Therefore, Lylah’s salary increased by the same percentage as Adrien’s,
which is 40%. To find the increase, we multiply Lylah’s salary four years ago by 40/100: $30769.23 *
40/100 = $12307.69 (rounded to the nearest cent).

To find out how much Lylah is currently earning, we add the increase to her salary four years ago:
$30769.23 + $12307.69 = $43076.92 (rounded to the nearest cent).

Finally, to find the total salary the two were receiving four years later, we add Adrien’s and Lylah’s
current salaries: $56000 + $43076.92 = $99076.92 (rounded to the nearest cent).

Therefore, the total salary the two were receiving four years later is $99076.92.

APE prompt: First, let’s find out how much Adrien was earning four years ago. We know that his salary
had increased by 40%, so we can calculate his salary four years ago by dividing his current salary by 1.4:
$40000/ 1.4 = $28571.43

Now, let’s find out how much Lylah was earning four years ago. We know that Adrien’s salary was 30%
higher than Lylah’s, so we can calculate Lylah’s salary four years ago by dividing Adrien’s salary four
years ago by 1.3: $28571.43 /1.3 = $21978.02

Now, let’s find out how much Adrien is earning currently. We know that his salary has increased by 40%,
so we can calculate his current salary by multiplying his salary four years ago by 1.4: $40000 * 1.4 =
$56000

Now, let’s find out how much Lylah is earning currently. We know that Adrien’s salary is 30% higher than
Lylah’s, so we can calculate Lylah’s current salary by dividing Adrien’s current salary by 1.3: $56000 /
1.3 = $43076.92

Finally, let’s calculate the total salary the two are receiving four years later by adding Adrien’s and Lylah’s
current salaries: $56000 + $43076.92 = $99076.92

Therefore, the total salary the two were receiving four years later is $99076.92.

ToT prompt: Expert 1: Let’s start by finding out Adrien’s salary four years ago. We know that his salary
increased by 40% since then, so we can calculate his salary four years ago by dividing his current salary
by 1.4.

Expert 2: Adrien’s current salary is $40,000, and we know that it increased by 40% since four years ago.
So, to find out his salary four years ago, we can divide $40,000 by 1.4.

Expert 3: $40,000 divided by 1.4 is approximately $28,571.43. Therefore, Adrien’s salary four years ago
was $28,571.43.

50



Published as a conference paper at ICLR 2024

Expert 1: Now that we know Adrien’s salary four years ago, we can calculate his current salary by adding
a 40% increase to his salary four years ago.

Expert 2: Adrien’s salary four years ago was $28,571.43, and we know that it increased by 40%. To find
out his current salary, we can multiply $28,571.43 by 1.4.

Expert 3: $28,571.43 multiplied by 1.4 is approximately $40,000. Therefore, Adrien’s current salary is
$40,000.

Expert 1: Now that we have Adrien’s current salary, we can calculate Lylah’s salary by finding out what
30% of Adrien’s salary is and subtracting it from Adrien’s salary.

Expert 2: Adrien’s current salary is $40,000, and we know that it is 30% higher than Lylah’s salary. To
find out Lylah’s salary, we can calculate 30% of $40,000 and subtract it from $40,000.

Expert 3: 30% of $40,000 is $12,000. Therefore, Lylah’s salary is $40,000 - $12,000 = $28,000.

Expert 1: Finally, to calculate the total salary the two were receiving four years later, we can add Adrien’s
current salary and Lylah’s current salary.

Expert 2: Adrien’s current salary is $40,000, and Lylah’s current salary is $28,000. Therefore, the total
salary the two were receiving four years later is $40,000 + $28,000 = 68,000$

PROMPT-OIRL DISCOVERED SUCCESSFUL PROMPTS AND ANSWERS

Prompt-OIRL Discovered Prompt 1: Imagine we’re navigating a maze; each decision brings us closer
to the center. Let’s map our route:

Prompted Answer: 1. Let’s start by finding out how much Adrien was earning four years ago. We know
that his salary was $40000 at that time.

2. Adrien’s salary increased by 40% over the next four years. To calculate his current salary, we need to
add 40% of $40000 to $40000. 40% of $40000 is (40/100) * $40000 = $16000. Adding this to his initial
salary, we get $40000 + $16000 = $56000.

3. Adrien’s total salary four years later is $56000.

4. We also know that Adrien’s salary was 30% higher than Lylah’s. To find Lylah’s salary, we need
to calculate 30% of Adrien’s salary and subtract it from Adrien’s salary. 30% of $56000 is (30/100) *
$56000 = $16800. Subtracting this from Adrien’s salary, we get $56000 - $16300 = $39200.

5. Lylah’s salary four years later is $39200.

6. To find the total salary of Adrien and Lylah four years later, we need to add their individual salaries.
$56000 + $39200 = $95200.

7. Therefore, the total salary of Adrien and Lylah four years later is $95200.

Prompt-OIRL Discovered Prompt 2: Like an architect constructing a building, let’s design our answer
carefully, layer by layer:

Prompted Answer: 1. Adrien’s salary four years ago was $40000. 2. Adrien’s salary increased by 40%
four years later, so his current salary is $40000 + ($40000 * 40%) = $40000 + $16000 = $56000. 3.
Lylah’s salary four years ago was 30% lower than Adrien’s salary, so her salary was $40000 - ($40000
* 30%) = $40000 - $12000 = $28000. 4. Lylah’s salary also increased by 40% four years later, so her
current salary is $28000 + ($28000 * 40%) = $28000 + $11200 = $39200. 5. The total salary the two
were receiving four years later is $56000 + $39200 = $95200.

PROMPT-OIRL DISCOVERS BETTER PROMPTS. CASE 3

Question:

Sadie slept 8 hours on Monday. For the next two days, she slept 2 hours less, each, because she had to
complete some assignments. If the rest of the week she slept 1 hour more than those two days, how many
hours did she sleep in total throughout the week?
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Answer: If on Monday she slept 8 hours, then she slept 8-2 = ((8-2=6))6 hours on each of the next two
days. The total number of hours slept for the two days will be 6*2 = ((6*2=12))12 hours. If she slept 1
hour more for the rest of the week each day, then each day she slept 6+1 = ((6+1=7))7 hours. The total
for the rest of the week will be 4*7 = ((4*7=28))28 hours. The total number of hours slept for the whole
week will be 8+12+28 = ((8+12+28=48))48 hours.

#H#H# 48 (—endoftext—)

EXPERT-CRAFTED PROMPTS AND ANSWERS

No prompt: On Tuesday and Wednesday, Sadie slept 8 - 2 = ((8-2=6))6 hours each day. On Thursday
and Friday, she slept 6 + 1 = ({(6+1=7))7 hours each day. Throughout the week, Sadie slept 8 + 6 + 6 + 7

+ 7 = ((8+6+6+7+7=34))34 hours. Answer: m

CoT prompt: First, let’s calculate how many hours Sadie slept on Tuesday and Wednesday. She slept
2 hours less than on Monday, so she slept 8 - 2 = ((8-2=6))6 hours on each of those days. Next, let’s
calculate how many hours Sadie slept on the rest of the week. She slept 1 hour more than on Tuesday
and Wednesday, so she slept 6 + 1 = ((6+1=7))7 hours on each of those days. Finally, let’s calculate the
total number of hours Sadie slept throughout the week. On Monday, she slept 8 hours. On Tuesday and
Wednesday, she slept 6 hours each, so that’s 6 + 6 = ((6+6=12))12 hours. On the rest of the week, she
slept 7 hours each day, so that’s 7+ 7 + 7 + 7 + 7 = ((7+7+7+7+7=35))35 hours. In total, Sadie slept 8 +

12 + 35 = ((8412+35=55))55 hours throughout the week. Answer: .

APE prompt: First, let’s calculate how many hours Sadie slept on Tuesday and Wednesday. She slept 2
hours less each day, so she slept 8 - 2 = ((8-2=6))6 hours on Tuesday. And on Wednesday, she also slept
2 hours less, so she slept 8 - 2 = ((8-2=6))6 hours. Now let’s calculate how many hours she slept for
the rest of the week. She slept 1 hour more than the previous two days, so she slept 6 + 1 = ((6+1=7))7
hours for the rest of the week. Now let’s add up all the hours she slept throughout the week: 8 + 6 + 6 +
7 = ((84+6+6+7=27))27 hours. So, Sadie slept a total of 27 hours throughout the week.

ToT prompt: Expert 1: Step 1 - Calculate the total hours of sleep for the next two days. Sadie slept 8
hours on Monday. For the next two days, she slept 2 hours less each day. So, on Tuesday and Wednesday,
she slept 8 - 2 = 6 hours each day.

Expert 2: Step 2 - Calculate the total hours of sleep for the rest of the week. The rest of the week consists
of 5 days (Thursday, Friday, Saturday, Sunday, and Monday). Sadie slept 1 hour more than the previous
two days, so she slept 6 + 1 = 7 hours each day for the rest of the week.

Expert 3: Step 3 - Calculate the total hours of sleep throughout the week. On Monday, Sadie slept 8
hours. On Tuesday and Wednesday, she slept 6 hours each day. And for the rest of the week, she slept 7
hours each day. So, the total hours of sleep throughout the week are 8 + 6 + 6 + (7 *5) =8 + 6 + 6 + 35
= 55 hours.

PROMPT-OIRL DISCOVERED SUCCESSFUL PROMPTS AND ANSWERS

Prompt-OIRL Discovered Prompt 1: Consider this as a puzzle, each piece contributing to the final
answer. Let’s place each piece, one by one:

Prompted Answer: Sadie slept 8 hours on Monday. On Tuesday and Wednesday, she slept 2 hours less
each day, so she slept 8 - 2 = ((8-2=6))6 hours each day. For the rest of the week, she slept 1 hour more
than those two days, so she slept 6 + 1 = ((6+1=7))7 hours each day. From Monday to Wednesday, she
slept a total of 8 + 6 + 6 = ((8+6+6=20))20 hours. From Thursday to Sunday, she slept a total of 7 + 7
+ 7 + 7 = ((7T+7+7+7=28))28 hours. Therefore, Sadie slept a total of 20 + 28 = ((20+28=48))48 hours

throughout the week. Answer: .

Prompt-OIRL Discovered Prompt 2: Three wise philosophers are debating this question, each con-
tributing a different aspect of the answer. Let’s follow their discourse:

Prompted Answer: Philosopher 1: Let’s start by calculating how many hours Sadie slept on Tuesday
and Wednesday. We know that she slept 2 hours less each day, so she slept 8 - 2 = 6 hours on Tuesday
and Wednesday.

Philosopher 2: That’s correct. Now, let’s calculate how many hours Sadie slept on the rest of the week.
We know that she slept 1 hour more than the previous two days, so she slept 6 + 1 = 7 hours on each of
the remaining days.
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Philosopher 3: So, Sadie slept 8 hours on Monday, 6 hours on Tuesday and Wednesday, and 7 hours on
the remaining days. To find the total hours she slept throughout the week, we can add these numbers
together: 8 + 6+ 6+ 7 + 7 + 7 + 7 =48 hours.

Conclusion: Sadie slept a total of 48 hours throughout the week.

G.3 GENERATED HUMAN-READABLE PROMPTS

We provide case studies on the LLaMA-7B-HF model for a better understanding of Prompt-OIRL.
GSMSK

EXAMPLE

Question: For four hours, Patrick sold 15 cups of lemonade per hour at a price of $0.50 per cup. In the
next two hours, he sold 10 cups of lemonade per hour at a price of $0.60 per cup. How much money did
Patrick earn, in dollars, from selling lemonade for 6 hours?

Golden Answer: Patrick earned 0.50 x 15 = $7.50 from selling the lemonade for $0.50 per cup. So
for four hours, his total earnings are $7.50 x 4 = $30. He earned $0.60 x 10 = $6 from selling the
lemonade for $0.60 per cup. So for two hours, his total earnings are $6 x 2 = $12. Therefore, Patrick’s
total earnings:$30 + $12 = $42. Hence, Patrick earned a total of $42 from selling lemonade for 6 hours.

held-out prompt: As an electrician wires a circuit, each connection powers the system:

prompted answer: The electrician wires a circuit for four hours, selling 15 cups of lemonade per hour
at a price of $0.50 per cup. For the next two hours, the electrician sells 10 cups of lemonade per hour at
a price of $0.60 per cup. To find out how much money Patrick earned from selling lemonade for 6 hours,
we need to calculate the total number of cups of lemonade sold during each hour and then multiply it by
the price per cup. For the first 4 hours, Patrick sold 15 cups of lemonade per hour, so he sold a total of 60
cups of lemonade (15 x 4 = 60). At a price of $0.50 per cup, he earned a total of $30 (60 x $0.50 = $30).
For the next 2 hours, Patrick sold 10 cups of lemonade per hour, so he sold a total of 20 cups of lemonade
(10 x 2 = 20). At a price of $0.60 per cup, he earned a total of $12 (20 x $0.60 = $12). Therefore, Patrick
earned a total of $42 from selling lemonade for 6 hours ($30 + $12 = $42).

EXAMPLE
Question: Kelly has 5 quarters and 2 dimes. If she buys a can of pop for 55 cents, how many cents will
she have left?

Golden Answer: Her quarters are worth 5 x 25 = 125 cents. The dimes are worth 2 x 10 = 20 cents.
Kelly has a total of 125 + 20 = 145 cents. After buying the can of pop, Kelly will have 145 — 55 = 90
cents left.

held-out prompt: As an electrician wires a circuit, each connection powers the system:

prompted answer: The electrician has 5 quarters, which is equal to 5 x 25 = 125 cents. She also has 2
dimes, which is equal to 2 x 10 = 20 cents. In total, the electrician has 125 + 20 = 145 cents. If she
buys a can of pop for 55 cents, she will have 145 — 55 = 90 cents left.
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SVAMP

EXAMPLE

Question: Henry bought 2 new fireworks and his friend bought 3. If they already had 6 saved from last
year, how many do they have now?

Golden Answer: 11.0 fireworks.
held-out prompt: As a librarian categorizes books, let’s sort the information accordingly:

prompted answer: “Henry bought 2 new fireworks” means “Add 2 to the total number of fireworks
Henry has.” “His friend bought 3” means “Add 3 to the total number of fireworks his friend has.”

So, let’s add the total number of fireworks Henry and his friend have: 6 (from last year) + 2 (new ones
Henry bought) + 3 (new ones his friend bought) = 11 fireworks in total.

Therefore, they have 11 fireworks in total.

EXAMPLE

Question: A trivia team had 5.0 members in total, but during a game, 2.0 members didn’t show up. If
each member that did show up scored 6.0 points, how many points were scored in total?

Golden Answer: 18.0 points.

held-out prompt: Let’s approach this like a mathematician proving a theorem, step by logical step:
prompted answer:

Step 1: Identify the given information: The trivia team had 5.0 members total. 2.0 members did not show
up. Each member that did show up scored 6.0 points.

Step 2: Use the information provided to find the total number of members that showed up: Total number
of members that showed up = 5.0 — 2.0 = 3.0.

Step 3: Find the total number of points scored by the members who showed up: Total points scored =
3.0 x 6.0 = 18.0.

Therefore, the trivia team scored 18.0 points in the game.
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MAWPS

EXAMPLE

Question: While shopping, Emily bought 5.0 green towels and 30.0 white towels. If she gave her mother
26.0 of them, how many towels did Emily end up with?

Golden Answer: Emily ended up with 9.0 towels.

held-out prompt: As a librarian categorizes books, let’s sort the information accordingly:

prompted answer: Emily bought 5.0 green towels. Emily bought 30.0 white towels. Emily gave her
mother 26.0 towels (a combination of green and white towels).

Now, let’s deduce how many towels Emily ended up with: Total towels Emily bought = 5.0 + 30.0 =
35.0. After giving towels to her mother, Emily was left with: 35.0 — 26.0 = 9.0 towels.

Therefore, Emily ended up with 9.0 towels in total.

EXAMPLE

Question: A construction company is repaving a damaged road. So far, they have repaved a total of
4938.0 inches of the road. Today, they repaved 805.0 inches of the road. How many inches of the road
had they repaved before today?

Golden Answer: The company had repaved 4133.0 inches before today.
held-out prompt: Think of it as mixing colors for a painting. Every shade adds depth and nuance:

prompted answer: The total repaved so far is 4938.0 inches. Today, they added another layer (shade) of
805.0 inches.

Using the analogy of mixing colors, we remove today’s shade to reveal the previous one: Inches repaved
before today = 4938.0 — 805.0 = 4133.0 inches.

Thus, before today, the company had repaved 4133.0 inches of the road.
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